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Introduction
During the 80s and the 90s the central processing units frequency
clock has grown exponentially. The first personal computers of the
early 1980s were equipped with CPUs that ran with internal clocks operating around 1MHz. Nowadays, most desktop processors have clock
speed between 2GHz and 4GHz, nearly 1000 times faster than the clock
on the original personal computers. However in last ten years this increasing trend has slowly saturated because of the physical limits for
the single chipset related to both size and power consumption issues.
This is due to the reaching of physical limits for the single chipset both
in size and in power consumption. Since 2005 it has no more been possible to push the compute capability of a device simply by increasing
its clock. Thus, both programmers and hardware manufacturer have
been forced to look elsewhere for new technological solutions and, in
most of the cases, parallel computing has been the rightful answer.
Graphical processing units (GPUs) represent one of the most sophisticated and versatile parallel computing architecture nowadays available on the market. Since they were created in the 70s, graphics chips
has been devoted to perform specialised but simple graphics computations in parallel on huge sets of data, such as images, videos or 3D
volume rendering. Given these specific needs, GPUs have?designed to
own thousands of cores each performing a single operation.
Thanks to the release of CUDA, in 2007, by nVidia corporation,
programmers have been allowed to use this massive computation capability to solve potentially any kind of task, not only graphically based
ones. As a matter of fact CUDA allows the user to easily interface
1

any calculation process characterised by inherent parallelism with the
many core GPU architecture.
One possible field of use of the computing power of these devices
is the scientific research. In particular , in this thesis work, the use of
GPUs is explored in the contest of High Energy Physics (HEP) data
analysis applications. The use of GPU boards in HEP applications are
possible thanks to an open source framework called GooFit. GooFit is
a library for massively parallelising maximum-likelihood fits that acts
as interface between the MINUIT minimisation algorithm and a GPU.
It allows a probability density function to be evaluated concurrently
on a many core architecture. This among other aspects are examined
in depth in Chapter 1.
In order to test the performances of a GPU running GooFit , it was
chosen a particular physics case of study, namely a pseudo-experiment
based application related to an exotic charmonium-like state candidate found by CDF [1] and confirmed by the CMS experiment data
analysis reported in the reference [2] and discussed with in Chapter 2.
Specifically the procedure described in [2] has been reviewed and then
used to evaluate the statistical significance of this observed structure
labelled Y (4140) structure observed within the CM S experiment and
that had been already observed by the CDF collaboration. The procedure consists in generating and fitting of huge (tens of millions) number
of Monte Carlo toys and is described in Chapter 4. In the latter the obtained timing performances are extensively discussed, highlighting the
speed up obtained using one or two GPUs against the same application
executed with RooFit/PROOF-Lite[3].
The theoretical bases needed to carry out such a statistical significance study are outlined in Chapter 3. Then, in Chapter 5, the
theoretical expectations are compared with the distributions actually
obtained by the pseudo-experiment procedure under study.

2

Chapter 1

Graphical Processing Units
and the GooFit framework
1.1

Central Processing Units

Although processors keep getting faster, the computing demands
placed on them are continuously increasing as well. Till now the main
method to improve the performance of consumer and professional computer devices has been to increase the speed at which the processor’s
clock operates. In 1965, Intel co-founder, Gordon Moore stated that the
number of transistors per unit area would double approximately every
two years(see Figure 1.1). This prediction has been so accurate until
present days that it has been called Moore’s law. The development
of transistor integration implied that the single processor performances
would have doubled every two years as well. The first personal computers of the early 1980s were equipped with central processing units
(CPUs) that operated with internal clocks operating around 1MHz.
Nowadays most desktop processors have clock speed between 2GHz
and 4GHz, namely nearly 1000 times faster than the clock on the original personal computers. This rapid performance enhancement and the
cost’s reduction brought GFLOPS capability (i.e. 1012 ) floating-point
operations per second) to desktop workstation and TFLOPS (1015 ) one
to cluster servers.
3

Figure 1.1: Moore’s law compared to actual transistor count per process

In recent years, however, manufacturers have been forced to look
for alternatives to the mere increase of the CPUs’ clock frequencies
since circuits’ speed can’t get higher and higher indefinitely. Physical
limits are associated to the finite speed of light and quantum mechanical effects that rise when transistor’s size tend to continuously shrink.
Another crucial issue is represented by heat-dissipation since power
consumption by a chip is given by the equation [4]

P =C ×V2×F

(1.1)

where C is the capacitance (proportional to the number of transistors), V is the working voltage and F is the processor frequency. Thus
continuous frequency increase implies higher power to be dissipated.
4

Figure 1.2: Clock frequencies evolution through years. It is evident the
saturation in the last decade [5].

Because of this approaching to physical limits, industries and researchers have no more been able to increase the clock frequency of
CPUs (see Figure 1.2) and have begun to look elsewhere. Nevertheless
within any method to improve computer performances, the architecture
of a single CPU is still based on Von Neumann model.
1.1.1

Von Neumann machine: CPU Organization

In a Von-Neumann computer the CPU (Central Processing Unit) is
the ”brain”. Its function is to execute programs stored in the main memory by fetching their instructions, examining them, and then executing
them sequentially. The CPU is composed of the following distinct parts
(see Figure 1.3) [4]:
• the ALU(arithmetic logic unit), a digital circuit that carries out
arithmetic and logical operations;
• the control unit that directs processor operation;
5

• the registers that supply operands (instruction) to the ALU and
store the results of ALU operations. This memory is made up
of a number of registers, each having a certain size and function.
Typically, all the registers have the same size. Registers can be
read and written at high speed since they are internal to the
CPU. The most crucial register is the Program Counter (PC),
which points to the next instruction to be fetched for execution.
The Instruction Register (IR) is also important since it holds the
instruction currently being executed.

Figure 1.3: Basic structure of a Von Neumann central processing unit

In addition to these basic components, in order to accelerate the exchange of data between the main memory and the CPU, the hardware
designer have started equipping all processors with a small amount of
cache, i.e. an high speed memory. When the processor would fetch
some information from the memory, the processor first queries the
cache, and if the data or instructions are present there, the high-speed
cache provides them to the processor.
6

All the components are connected one to the other through one or
more buses. The architecture described is thought to optimise the
execution of sequential instructions: the processor fetches instructions
from memory, decodes, and then executes that instruction. The scheme
that rules how a CPU executes each instruction follows [4]:
1. Fetch the next instruction from memory into the instruction register.
2. Change the program counter to point to the following instruction.
3. Determine the type of instruction just fetched.
4. If the instruction uses a word in memory, determine where it is.
5. Fetch the word, if needed, into a CPU register.
6. Execute the instruction.
7. Go to step 1 to begin the execution of the following instruction.
This sequence of steps is often called the fetch-decode-execute cycle.

1.2

Parallel computing

Computer software has been traditionally written for serial computation. Any composite problem is divided among a discrete series of
instructions and algorithm are constructed and implemented as a serial
stream of these instructions. In this kind of approach the factor that
allows us to improve performances is the clock frequency; the higher is
the latter, the higher is the number of instructions that any program
can handle in a fixed time lapse. As previously outlined there are that
physical limits preventing CPU manufacturers from merely improving
operating frequencies and thus a new approach is needed. One of the
possible solution is the parallel computing approach where a problem is
solved by sharing the workload among multiple compute resources. The
single task is broken into discrete parts that can be solved concurrently
7

and each part is further divided into a series of instructions which are
executed simultaneously on different processors. This approach however requires that the original problem can be effectively divided into
independent pieces of work that can be solved concurrently.
1.2.1

Data parallelism

As already outlined modern software applications typically can process a large amount of data incurring in long execution time being the
instructions executed sequentially. Many scientific computational applications operate on data that represents (or models) real physical
phenomena and often many steps within the whole application can be
independently evaluated since they are not mutually dependent. This
feature is the basis of data parallelism in these applications.
To understand what data parallelism is, let us suppose we need to
perform some kind of operation on two different arrays of integers, A
and B. For simplicity we suppose we want just to initialise them and
then add them element by element and store the result in a third vector
C:
int A[50];
int B[50]
int C[50]
for(int i=0;i<50;i++){
A[i] = i;

//Dummy initialisation

B[i] = 2i+1; //Dummy initialisation
C[i] = A[i]+B[i];

//Storing the result

}

This simple problem may handled either serially or in parallel. In the
former case it is natural to divide the problem into a discrete series
of calculations to be performed sequentially. This approach is highly
inefficient since the processing unit, in order to reach step n has to wait
the results for the addition of the previous n − 1 vector elements.
8

Figure 1.4: Example of data parallelism in vectors addition

In the latter case a parallel processor having more than one processing unit could handle the problem sharing the workload among the
computing units. One processor could account for the summation of
the first elements of the vectors, A[0]+B[0], the next processor would
carry out the A[1]+B[1] operation and so on (see Figure 1.4). This is
possible if the elements of the arrays are independent.
Data parallelism is not the only type of parallelism widely exploited
by parallel programming [6]. Task parallelism is also being used extensively in parallel programming. As a simple example let us consider
an application that may need to do a vector subtraction and a matrix
vector multiplication. These two operations would be considered as
two tasks. Task parallelism is allowed if they can be carried out independently. In general, data parallelism is the main source of scalability
for parallel programming.
Thus parallel programming (data or task parallelisation) is a way
to handle swiftly heavy computational jobs without the necessity of
increasing CPUs working frequency. As a matter of fact, following a
trend already settled for supercomputers, in the last decade leading
CPU producers have begun to offer on the market processors with two
or more computing cores after having developed a new kind of computer
architectures.

9

1.2.2

Computer architectures: Flynn’s taxonomy

In order to understand how modern computer architectures can handle problems in a parallel fashion we introduce a classification known as
Flynn’s taxonomy [7] which is simple but effective. It classifies architectures into four different categories according to the flow of instructions
and data through the processing units (see Figure 1.6 and 1.7).

Figure 1.5: Flynn’s taxonomy representation of parallel computer architectures

• Single Instruction Single Data (SISD): it refers to the traditional
computer with a single processor: a serial architecture. The processing unit (PU ) executes a single instruction sequence at a time
and operates on data stored in a single memory. That is the von
Neumann model of a single CPU previously described.
• Single Instruction Multiple Data (SIMD):it refers to a class of
parallel computers with multiple PU. All cores execute the same
operation simultaneously, each one operating on different data
streams. Thus such machines exploit data level parallelism. However, even if there are simultaneous computations, only a single
process is executed at a given moment. SIMD are quite useful to
10

handle tasks such as adjusting the brightness in a digital image
or performing the same analysis on different audio streams. Even
if this approach is limited it has some importance: programmers
can continue to write sequential code and still achieve parallel
speed-up from parallel data operations.

Figure 1.6: Left: Single Instruction Single Data (SISD) computer architecture. Right: Single Instruction Multiple Data (SIMD) computer architecture.

• Multiple Instruction Single Data (MISD): it refers to uncommon
architecture, where each core operates on the same data stream
via separate instruction sequences. Each control unit is handling
a different instruction stream, but only a single data stream is
processed at a time. This classification is not popular in commercial machines as the concept of single data streams executed on
multiple processors is seldom applied.
• Multiple Instruction Multiple Data (MIMD): it refers to a type
of parallel architecture in which multiple autonomous processing
unit cores operate on multiple data streams, each executing independent instructions.
In addition to this classification each parallel machine can be subdivided according to their memory organisation:
11

Figure 1.7: Left: Multiple Instruction Single Data (MISD) computer architecture. Right: Multiple Instruction Multiple Data (MIMD) computer
architecture.

1. Shared memory: it refers to a single shared memory among several processors and used by all of them. Multiple processors can
operate independently but share the same memory resource and
changes in a memory location effected by one processor are visible
to all other processors. In this way data sharing between tasks is
both fast and uniform due to the proximity of the memory to the
processors.
2. Distributed memory: it refers to a multi-node system in which
each computational machine is an engine with its own private
memory. The processors can only operate independently on their
local memory without affecting on other processors memories. If
remote data are required, they can be retrieved over the ”network” from the memory of one or more remote processors. Thus
distributed memory systems require a (fast) communication network to connect local memories. The main advantage is that
memory is scalable with the number of processors and then possible memory saturation is somehow avoided. On the other hand
tasks synchronisation is left to the programmer’s responsibility
when implementing the code to be executed.
12

A Graphic Processing Unit (GPU), as it will be discussed, with more
details, in next sections, represents a many-core architecture belonging
to M IM D category.

1.3

A brief history of GPU computing: the birth
of CUDA

The evolution of GPU computing through last thirty years can be
briefly illustrated as follows. In the late 1980s, the growth in popularity of graphically driven operating systems helped to create a market
for a new type of processor dedicated to the management of graphical
user interface and display operations. The big leap to the development of graphics processing units took place by the mid 1990s. The
fast-growing video game industry exerted (and nowadays exerts yet)
tremendous economic pressure for the development of such powerful
units able to perform a massive number of floating-point calculations
per video frame. Companies such as NVIDIA and ATI Technologies
spent wide efforts in releasing graphics accelerators that were affordable
enough to attract widespread attention.
From a parallel-computing standpoint, NVIDIA’s release of the
GeForce3 [6] series in 2001 was the most important breakthrough in
GPU technology since, for the first time, developers had the possibility
to program the response of their GPUs, controlling the exact computations that would be performed. In a few words, the GPUs of the early
2000s were designed to produce a colour for every pixel on the screen
using programmable arithmetic units known as pixel shaders. In general, a pixel shader uses its (x, y) position on the screen as well as some
additional information to combine various inputs to the computation
of a final colour [6]. The additional information could be input colours,
texture coordinates, or other attributes that would be passed to the
shader when it ran. However since the arithmetic operations being
performed on the input colours and textures was completely controlled
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by the programmer, researchers observed that this input information
could actually be any data. Thus, if the inputs were actually numerical data meaning something other than colour, programmers could
then program the pixel shaders to perform arbitrary computations on
these data. The results would be handled back to the GPU as the final
pixel ”colours” although the colours would simply be the result of any
kind of computations the programmer would have had instructed the
GPU to perform. These data could be read back by the researchers:
the GPU was tricked into performing non visual rendering tasks by
making those tasks appear as if they were providing a standard rendering. This method, named general purpose graphical processor unit
(GPGPU), was very clever but also very convoluted and it forced researchers to cope with severe resource and programming restrictions as
well as to learn computer graphics and shading languages.
Everything changed in 2007 with the release of CUDA, that stands
for Compute Unified Device Architecture. The strength of this architecture relies on two features. It includes several new hardware components strictly designed for GPU computing and aimed to lighten the
programming limitations that prevented previous graphics processors
from being easily configured for general-purpose computation. When
considering the relative computational power in GPUs and CPUs, we
get an interesting graph presented in Figure 1.8, where a divergence of
CPU and GPU computational power can be appreciated. In 2009 the
GPU finally breaks the 1 TFLOPs barrier.

14

Figure 1.8: Comparisons of the growth of computational capability of
NVIDIA GPU boards and Intel CPU workstations.

1.4

CPUs vs GPUs : heterogeneous computing

Before describing specifically a modern CUDA capable graphic processing unit it is important to understand the main differences between
CPU and GPU architectures. As argued in the previous sections, the
approach followed in the last ten years was to enhance computer performances by providing them with more and more processing units or
cores. This trend has brought to the production of multicore CPU
systems that share memory and concur to the completion of the task.
A typical structure for a modern CPU is pictured in Figure 1.9: each
core is equipped with an L1 and L2 level of fast cache memory and
share common L3 cache and DRAM. The latter are of first important
since they are much faster than ordinary memory and they can swiftly
provide the CPUs with data and instruction. In addition to the increasing number of cores, in the last years Intel has started providing their
15

CPUs with a feature called Hyperthreading [8]. Figure 1.9 shows that
CPUs have an inherent problem: whenever a memory reference misses
the L1 and L2 caches, there is a long waiting time until the requested
data or instruction are loaded into the cache, and consequentely the
pipeline stalls. On chip Hyperthreading allows the CPU to manage multiple instructions of control at the same time in an attempt to avoid
these stalls. Naively if a thread is blocked, the CPU still has a chance
of running another ready thread in order to keep the hardware fully
occupied.

Figure 1.9: Modern multiprocessor/multicore central processing unit [6].

After having briefly outlined how a modern CPU is built, the reader
could argue that, since CPU are gradually going more parallel, there
would be no need to focus on how a GPU parallel processor can be
exploited for general purpose computing. This argument is invalid,
even if now CPUs and GPUs share the parallel computing approach.
They still remain deeply different since GPUs were originally designed
to perform specialised (and relatively simple) graphics computations,
while CPUs has always been projected in order to handle the widest
16

possible set of tasks. Indeed the fact that GPUs and CPUs do not
share a common ancestor has important effects still nowadays.
A CPU is designed primarily to be an executive and take decisions,
according to the software code. CPUs can also do all kinds of math operations, since there are one or more Arithmetic/Logic Units (ALU’s)
inside every CPU. A large bulk of the structures inside a CPU are
concerned with making sure that the CPU is ready to deal with immediately switching to a different task when requested. In a few words
a CPU is designed for very complex control logic, seeking to optimise
the execution of sequential programs of any possible kind.
On the other hand a GPU is optimised for data-parallel tasks with
simpler control logic, focusing on the amount of operations that can be
processed per unit of time (GFLOPS). It is typically equipped with a
huge number of cores, with respect to a CPU chipset. Indeed we usually
refer to a GPU as a many-core processor, while a CPU is a multicore
processor. Thus a GPU is specialised for compute-intensive, highly
parallel computation and designed so that about 80% of transistors are
devoted to data processing rather than to control logic. Furthermore
a GPU is equipped with some Special Functions Units (SFUs) that
are special chips devoted to the execution of transcendental instructions such as sine, cosine, reciprocal, and square root in a single clock
cycle. These operations would take tens or hundreds of clock cycles
on a CPU core : a trigonometric function typically employs 50 ÷ 100
clock cycles to be carried out [4]. These features have been inherited
from the first graphic processing units that were merely devoted to
graphics rendering that just requires an huge amount of elementary
and repeated operations. Theses characteristics reflect on the typical
GPU core frequency clocks that are usually about ∼ 1GHz, two or
three times below the typical CPU core frequency.

17

1.4.1

Heterogeneous systems

Considering the pros and the cons of both architectures and thus
it is evident that the most correct and efficient approach would be
to exploit the capabilities of both architectures instead of focusing on
just one of them. This suggests to switch from homogeneous systems
to heterogeneous ones. Homogeneous systems are built with one or
more processor of the same architecture. Heterogeneous computing [9]
instead uses a set of different architecture processors to execute an
application and an evident perforce enhancement can be obtained assigning a certain task to the architecture most suited for its execution.
Nowadays a typical heterogeneous computing server consists of a group
of multicore CPUs and one or more many-core GPUs. A GPU is currently not a standalone platform but a co-processor to a set CPUs.
GPUs typically must operate in conjunction with a CPU-based server
through a PCI-Express bus, as shown in Figure 1.10. That explains
why, in GPU computing terms, the CPU is called the host and the
GPU is called the device. Both the host and the device have their
own dedicated memory.

Figure 1.10: Model structure of an heterogeneous computing node [9].

Thus GPU computing is not meant to replace CPU computing but
to be complementary. CPU computing is more suited for controlintensive tasks whereas GPU computing is more suited for data-parallel
computation-intensive tasks. When CPUs are complemented by GPUs,
their combination is rather powerful.
18

The decision concerting whether a task should be carried out by
CPUs or GPUs is typically based onto two main parameters, the data
size and the reachable parallelisation. Small data size, sophisticated
control logic, or low-level parallelism, tell us that the CPU is a good
choice. Instead if the need consists in processing a huge amount of data
and the data shows inherent parallelism, the GPU is the right choice.
In order to get optimal performance it may be needed to use both
CPU and GPU for an application, by executing the sequential parts or
task parallel parts on the CPU and intensive data parallel parts on the
GPU, as depicted in Figure 1.11. Consequently the programming code
should be written keeping in mind that the CPU and GPU play complementary roles allowing to a full utilisation of the computational power
of the combined system. To support joint CPU + GPU execution of an
application, NVIDIA corporation [10] designed a programming model
together with a new branch of GPU platforms dedicated to parallel
computing for datacenters.

Figure 1.11: Workload subdivision among a GPU, devoted to parallel intensive computing portion, and a CPU, devoted to sequential area [9].
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1.5

The CUDA program structure

CUDA is a general-purpose parallel computing platform and programming model with a small set of extensions to the C language [9].
It exploits the parallel computing engine in NVIDIA GPUs to solve
many complex computational problems in a more efficient way. By using CUDA, it is possible to execute applications on heterogeneous computing systems that consist of CPUs (host) complemented by GPUs
(device), each with its own memory interconnected by a PCI-Express
bus. On the software side, CUDA bridges the host and device memory spaces allowing the application to access both the CPU and GPU
memory and to easily migrate the data between the host and device.
The key component of the CUDA programming model is the kernel,
i.e. the code that runs on the GPU device. The surprising feature
of CUDA is that the kernel can be written in sequential way by the
programmer and then CUDA manages the scheduling of the kernels on
GPU threads. The programmer, however, should define how the algorithm is mapped to the device keeping in mind how GPU is organised
and its capability. The kernels are launched by the host that calls into
action the device. After that the host can operate independently of
the device for most operations, depending on the kind of applications.
When a kernel has been launched, the control is returned immediately to the host, so that the CPU is able to execute any other task
while the data parallel code is running on the GPU: the execution is
asynchronous. Thus GPU computation performed on the GPU can be
concurrent with host-device communication. Therefore, reflecting the
nature of heterogeneous computing system, a typical CUDA program
consists of serial (host) code together with parallel (device) code. The
host code is written in standard C language whereas the device code
is written using CUDA C. The NVIDIA C Compiler (nvcc) generates
the executable for both the host and the device. A simple flow that
describes rather well the typical process in a CUDA program is (see
Figure 1.12) organised as follows [9]:
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1. CPU allocates a storage portion on the GPU memory via the
CUDA C function cudaMalloc that corresponds to the standard
C function malloc.
2. Copy data from CPU memory to GPU memory with cudaMemcpy
that corresponds to memcpy.
3. Invoke kernels to operate on the data stored in GPU memory.
4. Copy data back from GPU memory to CPU memory when the
computations are done (cudaMemcpy).
5. The memory allocated on the GPU is (eventually) set free by the
CPU with cudaFree, that is analogous to free.

Figure 1.12: Typical CUDA program flow structure with alternate access to
the host and the device.

When a kernel function is launched from the host side, execution is
moved to a device where a large number of threads are generated and
each thread executes the statements specified by the kernel function.
All threads spawned by a single kernel launch are collectively called a
grid. All threads in a grid share the same global memory space. A
grid is made up of many thread blocks. A thread block is a group of
threads that can cooperate with each other.
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1.6

CUDA GPU architecture

One of the strengths of CUDA is that NVIDIA has projected and
built GPU cards optimised for the execution of CUDA programs. This
architecture is built around a scalable array of Streaming Multiprocessors (SM) [9] that are the inner heart of the device. Figure 1.13 illustrates the main parts of a typical GPU SM that are : 1) the CUDA
Cores; 2) Shared Memory/L1 Cache Register File; 3) Load/Store Units
and 4) Special Function Units. Each SM in a GPU is designed to be

Figure 1.13: Example of the typical structure of Streaming Multiprocessor.
The one pictured is from NVIDIA Fermi GPU [11].

able to cope with the concurrent execution of hundreds of threads, and
there are multiple SMs per single GPU. Therefore it is possible to have
thousands of threads being executed simultaneously on a single GPU.
When a kernel grid is launched, the thread blocks of that kernel grid
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are distributed among available SMs for execution. A thread block
is scheduled on one SM only; once a thread block is scheduled on a
SM, it remains there until execution completes. An SM can hold more
than one thread block at the same time. Once scheduled on a SM,
the threads of a thread block are executed concurrently only on the
assigned SM. Multiple thread blocks may be assigned to the same SM
at once and are scheduled based on the availability of SM resources.
In Section 1.2.2 there is outlined what SIMD (Single Instruction, Multiple Data) architecture is. CUDA employs a similar architecture to
manage and execute a thread block. This architecture is called Single
Instruction Multiple Thread (SIMT). Both SIMD and SIMT parallelise
the task execution giving the same instruction to multiple processing
units. CUDA SIMT groups the threads in sets of 32 (this number
comes from the hardware design) called warps. All threads in a warp
execute the same instruction at the same time. A key difference is
that SIMD requires that all vector elements in a vector are elaborated
together in a unique synchronous set, whereas SIMT allows multiple
threads in the same warp to be executed independently and then asynchronously. Even though the threads start all together in a warp, each
individual thread may have different ”behaviour” since each thread has
its own instruction address counter and register state, and carries out
the current instruction on its own data.
In the following two subsections the two most recent NVIDIA architectures are briefly reviewed. More details can be found on [11].
1.6.1

The Fermi architecture

The Fermi architecture released in 2009 (GeForce 400)[12] is illustrated in a logical block diagram in Figure 1.14 focused on GPU computing components. Fermi owns up up to 512 accelerator cores, called
CUDA cores. Each CUDA core has a fully pipelined integer arithmetic
logic unit (ALU) and a floating-point unit (FPU) that executes one
integer or floating-point instruction per clock cycle. The CUDA cores
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are organised into 16 streaming multiprocessors (SM), each with 32
CUDA cores. Fermi has six 384-bit GDDR5 DRAM memory interfaces
providing up to 6 GB of global on-board memory, a crucial resource for
many applications. A host interface connects the GPU to the CPU via
the PCI Express bus. The GigaThread engine [12] (shown in orange
on the left side of the diagram) is a global scheduler that distributes
thread blocks to the SM warp schedulers.

Figure 1.14: Fermi architecture’s block diagram.[11]

1.6.2

The Kepler architecture

The Kepler GPU architecture (GeForce 600 and following)[13], released in the fall of 2012, is a fast and highly efficient, high-performance
computing architecture and is the core on which are based the boards
used in this thesis, namely TeslaK20 and TeslaK40, where the ”K”
stands for Kepler. In Figure 1.15 we show the Kepler K20X chip block
diagram is depicted; the chips contains 15 streaming multiprocessors
(SMs) and six 64-bit memory controllers.
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Figure 1.15: Kepler architecture’s block diagram[11].

With respect to the Fermi architecture, there are three important
innovations in the Kepler one:
• Enhanced SMs: at the heart of the Kepler K20X is a new SM
unit, which contains several architectural innovations that improve programmability and power efficiency. Each Kepler SM unit
consists of 192 single-precision CUDA cores, 64 double-precision
units, 32 special function units (SFU), and 32 load/store units
(LD/ST).
• Dynamic Parallelism : this is a new feature introduced with
Kepler GPUs that allows any kernel to launch another kernel and
manage any connection needed to correctly perform additional
work [14]. As illustrated in Figure 1.16, without dynamic parallelism the host launches every kernel on the GPU; with dynamic
parallelism, the GPU can launch nested kernels, eliminating the
need to communicate with the CPU.
• Hyper-Q: it adds more simultaneous hardware connections between the CPU and GPU, enabling CPU cores to simultaneously
run more tasks on the GPU. Fermi GPUs rely on a single hardware
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Figure 1.16: Program flow on an GPU board with (right) and without dynamic parallelism implementation (left).

job queue to pass tasks from the CPU to the GPU, which could
cause a single task to block all other tasks behind it in the queue
to procede. Kepler Hyper-Q removes this limitation and enables
more concurrency on the GPU, maximising GPU utilisation and
increasing overall performance.
NVIDIA uses a special measuring unit, the compute capability, to
describe hardware versions of GPU boards that belong to the entire
Tesla product family (see Table 1.1). This categorisation takes into
account the main parameters that describe the GPU computing performances:
1. the number of CUDA cores
2. the memory size
3. the peak computational performance
4. the memory bandwidth
The peak computational performance, expressed in GFLOPS, is
a measure of computational capability, usually defined as how many
single-precision or double-precision floating point calculations can be
processed per second. The memory bandwidth, usually expressed in
GB/s (gigabytes per second), is a measure of the rate at which data
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GPU device

Compute capability

TeslaK40

3.5

TeslaK20

3.5

TeslaK10

3.0

TeslaC2070

2.0

TeslaC1060

1.3

Table 1.1: Compute capabilities as calculated by NVIDIA for the Tesla series
boards [11].

can be read from or stored to memory. The latter is of paramount
importance for massive data applications such those to which the GPUs
are dedicated.
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1.7

Hardware setup

For the work presented in this thesis two Tesla NVIDIA cards [11]
(a Tesla K20 and a TeslaK40) have been exploited mounted on two
different servers available in Bari computing facility. The former is
hosted by the INFN-Bari BC 2 S data centre [15], the latter is hosted
in the new ReCaS data centre [16]. Their technical specifications are
reported in Table 1.2.
TECHNICAL SPECIFICATIONS

Tesla K40

Tesla K20

Peak double-precision floating point

1.43 Tflops

1.17 Tflops

Peak single-precision floating point

4.29 Tflops

3.52 Tflops

Number of GPUs (per board)

1x GK110B

1 x GK110

Number of CUDA cores per GPU

2,880

2,496

Memory size per board (GDDR5)

12 GB

5 GB

288 Gbytes/sec

208 Gbytes/sec

Hyperthreading

Yes

Yes

Number of physical CPUs

20

16

Cores per CPU

10

8

Single CPU clock (GHz)

1.7

2.00

DDR3 Shared RAM (GB)

256

64

Memory bandwidth for board

Table 1.2: Technical specifications of the TeslaK20 and the TeslaK40 boards
used to test GooFit performances.

In Figure 1.17 the two diagram blocks provided by NVIDIA are shown:
Both the two GPUs are based on Kepler architecture of GeForce700
series described in Section 1.6.2 and can be categorised as MIMD computing nodes, using the notation of Section 1.2.2. For further details
see [17] and [18]. The PCI Express connector shown in the scheme
links the GPU to the stack of CPUs mounted onto the two boards.
The reference specs for the Intel CPUs are:
• Intel(R) Xeon(R) CPU E5-2650L v2 for the TeslaK40.
• Intel(R) Xeon(R) CPU E5-2640 v2 for the Tesla K20.
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Figure 1.17: Left: Tesla K20 block diagram [17]. Right: Tesla K40 block
diagram [18].

both TurboBoost©[19] capable. Further details are available in the
reference [19].
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1.8

The GooFit framework

GooFit is an interface between the MINUIT minimisation algorithm
(or, in principle, any other minimisation algorithm) and a parallel processor, such as a GPU, which allows a probability density function
(PDF) to be evaluated in parallel [20]. GooFit is named in homage
to the fitting package RooFit [21], with the G standing for GPU. The
original intention of GooFit was to give users the access to the parallelising power of CUDA , NVIDIA’s programming language for GPUs,
without requiring them to write CUDA code. Indeed from the point of
view of the programmer, GooFit is a C interface to CUDA
The best way to understand how GooFit works is to analyse a sample code in which is generated and fitted a mixture of an exponential and a Gaussian distribution. The sample code in the following
sub-sections is for illustration purposes only. Main parts of the code
implemented for this thesis can be found in Appendix C, instead.
1.8.1

Variables and datasets

The first objects to be set up in order to run the fit are the observables, i.e. the physical quantities used to investigate the problem,
and the parameters (characterising the fit model) that have to be estimated from the data. They are both stored in a Variable object
(Figure 1.18) in which we set the upper (up) and the lower (lo) limits
and the starting value (v). Assuming to deal with binned data, the
number of bins can be set updating the class member numbins. In this
case the xvar Variable represents the observable; mean and sigma the
Gaussian parameters, alpha the coefficient of the exponential p.d.f.
and signal the weight for the signal p.d.f. (the Gaussian).
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Listing 1.1: Variables (observables and parameters) and datasets declaration
and initialisation.
int main(int argc, char** argv) {
/////////////////////////////////////////////////////////////
// Independent variable.
//Variable* var = new Variable("var", v, up, lo);
//Observable
Variable* xvar = new Variable("xvar", 0.5, -10, 10);
xvar->numbins = 100;
//Parameters
Variable* sigma = new Variable("sigma", 1.5, 0.1, 5);
Variable* mean = new Variable("mean", 0.5, -2, 2);
Variable* alpha = new Variable("alpha", -2, -10, 10);
Variable *signal = new Variable("fSig", 0.5, 0.0, 1.0);
/////////////////////////////////////////////////////////////
//DATASETS//
BinnedDataSet data(xvar);
//Dummy intialisation
for (int j = 0; j < xvar->numbins; ++j) {
data.setBinContent(j,BINCONTENT);
}
. . .

The data that are meant to be fitted are stored in a DataSet
which can be declared both as a BinnedDataSet or UnbinnedDataSet.
The Variable, xvar, is passed to the DataSet (data), in its declaration, in order to define the boundaries and the number of bins of
dataset. The BinnedDataSet is initialised by accessing to its bins with
setBinContent method. In the sample we show a dummy procedure
that ca be easily substituted by an external file or a Monte Carlo generation.
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Figure 1.18: Hit or Miss

1.8.2

P.d.f. declaration and initialisation

The next important component for a GooFit macro is the probability density function (p.d.f.) describing the theoretical model and it is
defined in a GooPdf object (a derived class from PdfBase [20]).
Listing 1.2: P.d.f.s declarations.
. . .
/////////////////////////////////////////////////////////////
//PDF DECLARATION
GooPdf gaussPdf = new GaussianPdf("signal", xvar, mean, sigma);
GooPdf expPdf
AddPdf* totalPdf

= new ExpPdf ("exppdf", xvar, alpha);
= new AddPdf("totalpdf",signal, &gaussPdf,

&expPdf);
. . .

In this sample code three pdfs are declared: a GaussianPdf, an ExpPdf,
that is an exponential p.d.f., and an AddPdf, which represent the sum
the two components. All the latter p.d.f.s are class derived from GooPdf
class. The GaussianPdf is weighted with the signal fraction value
stored in signal. The p.d.f. declaration does the followings:
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1. it registers the observables in a vector defined in the GooPdf;
2. it registers the parameters of the p.d.f. in a global array common
to all p.d.f. parameters (host_indices) where each of them is
identified by a unique index;
3. it gives the p.d.f. an unique index (functionIdx) and register it
into a global index matrix. Moreover to the latter index is linked
the pointer to the actual function that evaluates the p.d.f. value
and that is device-based. For any additional new p.d.f. a new
index is inserted;
4. with the SetMetrics method the fitting algorithm is established
(options are e.g. neg-log-likelihood or chi-squared). As it was
done for the p.d.f. itself, a new index (metrixIndex) is generated
and assigned to the metric function. This index and the metric
function pointer are inserted in the same index matrix mentioned
above.
Thus the declaration generates and initialises a global matrix of
indexes and pointers both for the p.d.f. and for their metrics. Thus at
any point, at any time in the program execution, all the functions can
be referred and implemented simply by calling an index. This array
is copied to the device memory in order to be readily available to the
GPU.
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1.8.3

Fit: setup and execution

Once the p.d.f. is initialised the dataset to be fitted is assigned to
the p.d.f..
Listing 1.3: Fit set up and execution
. . .
/////////////////////////////////////////////////////////////
//SETTING UP THE FIT (MIGRAD)
totalPdf->setData(&data);
totalPdf->setFitControl(new BinnedNllFit());
FitManager fitter(totalPdf);
/////////////////////////////////////////////////////////////
//MIGRAD FIT
fitter.fit();
fitter.getMinuitValues();
return 0;
}

With the setData method the dataset is moved to the GPU device
in an array (dev_event_array) divided in group of three elements: the
bin centre, the bin content and the bin volume. Note that the p.d.f.
metric can be changed with the setFitControl method. The default
metric function is the unbinned likelihood function UnbinnedNllFit
but we can chose among a wide range (e.g. binned NLL function,
BinnedNllFit, or binned χ2 function ,BinnedChisqFit). At this point,
everything is set up to run the fit. Let us assume that the negative loglikelihood (NLL) is selected as minimising function. The FitManager
object is the interface between the MINUIT minimisation algorithm (host
based) and the NLL method (or any other metric defined inside the
GooPdf object). The fit method inside FitManager provides the following steps:
• it sets up MINUIT passing the parameters defined in the p.d.f.
global arrays to the minimisation algorithm on the host. For this
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first call, the values of the parameters are set to those established
in the Variable declarations.
• MINUIT performs its calculations and gives back the parameters
estimators (to initial values at the beginning) to the FitManager
which calls a first likelihood calculation completely performed on
the device through the calculateNLL method defined inside the
GooPdf class. The latter method evaluates repeatedly the p.d.f.
(evaluate method) and use these results to evaluate the metric
selected by the user (operator method). Both the p.d.f. and the
metric function are univocally identified by the indices generated
in the initialisation.
• The NLL value found as a result of the previous step is passed to
MINUIT which uses it to ”decide” how to tune the parameters to
find a new NLL minimum. The new parameters values are copied
to the device and then the NLL is calculated again.
This exchange between the host and the device is carried out until the
MINUIT algorithm reaches the minimum for the NLL (or hits the typical
large number limit of MINUIT calls). Finally, once the fit procedure
has been carried out, the getMinuitValues method copies back the
best parameter estimates, obtained by the MINUIT minimisation, to
the related Variable objects.
In Figure 1.19 is reported a scheme that summarises the steps described
above and the tasks’ subdivision among the host, the CPU, and the
device, the GPU.
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Figure 1.19: Control and data flow of a GooFit program [20].
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Chapter 2

Exotic charmonia and the
Y (4140) structure within the
CMS data analysis
Hadronic spectroscopy has experienced a renaissance in the last
decade thanks to the experimental findings at B-factories, Tevatron and
recently at the LHC. Quarkonium became again a tool for discoveries,
not necessarily of new theories, but of new phenomena in the complex
realm of low-energy QCD. In the last ten years a new wide zoology of
charmonium-like states (the so called X,Y ,Z), decaying to conventional
charmonium, has been observed in spite of these states being above
the open-charm threshold(s). They do not fit into the charmonium
spectrum predicted by potential models in the contest of conventional
quark model of hadrons. Experimental and theoretical pictures are far
from being clear [22] and there are opportunities at LHC to confirm
these states and study their properties.
Especially the observation of Y (3940) [23] near the J/ψω threshold motivates the search of other states close to the J/ψφ threshold
with similar characteristics (similar threshold enhancement? analogous rescattering effects?) or eventually partner states with a new
quarks’ aggregate (tetraquark?) or a molecular model (Ds∗ D̄s∗ partner
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of a D∗ D̄∗ loosely bound molecule? hypothesised for the X(3872)).
The CDF collaboration observed the Y (4140) structure with a significance greater than 5σ [24], while LHCb collaboration has not confirmed it so far and put an upper limit to its production [25]. The
CDF collaboration hinted also an additional peaking structure called
Y (4274).
The CMS collaboration has confirmed the presence of a peaking
structure close to the threshold of the J/Ψ mass spectrum studying
√
the B ± → J/ΨΦK ± decays produced in pp collisions at s = 7 T eV
with 2011 data corresponding to an integrated luminosity of 5, 2f b−1 .
In this Chapter this CMS analysis will be described with some details.

2.1

The CMS detector

The Compact Muon Solenoid (CMS) apparatus is a general purpose detector at the LHC and a detailed description can be found
in [26]. Muons are measured in gas-ionization detectors embedded in
the steel return yoke outside the superconducting solenoid providing a
magnetic field of 3.8 T inside. Charged hadrons and muons are tracked
by the silicon pixel and strip tracker housed within the solenoid. The
muon system provides high purity muon identification and a dimuon
mass resolution less than 1%, whereas the silicon tracking system is
characterized by a track momentum resolution of 1.5% for transverse
momentum pT < 100 GeV and 0.7% pT ≈ 1GeV and provides excellent
vertex reconstruction and impact parameter resolution. In the decay
under study the mass resolution for φ candidates is σφ ' 1.3 M eV
(estimated from Monte Carlo).
These features allow CMS to perform B-physics studies with muons
and charmonia in spite of the lack of an hadronic identification. Clever
triggers are essential to collect data at increasing luminosity; specifically the study reported thereafter uses dimuon high-level triggers
(HLT) with displaced J/ψ candidates and increasing pT threshold along
the 2011 (and 2012) run. The pixel detector, with its excellent spatial
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resolution and low energy enables the separation of the B + decay secondary decay vertex from the primary interaction vertex.

Figure 2.1: Complete view of CMS detector

2.2

Decay reconstruction and signal B ± extraction

The J/ψ candidates are reconstructed by couples of oppositely charged
identified muons according to the selection implemented by the dimuon
HLT, including muons’ minimum pT up to 4 GeV , pT > 7 GeV and
transverse flight length significance greater than 3. The B ± → J/ψφK ±
candidates are reconstructed by combining three additional good quality charged tracks, having pT > 1 GeV , pointing to the displaced
J/ψ vertex, with a total charge of ±1 and with Kaon mass assigned
(Kaon track). The five tracks, with the µ+ µ− system kinematically constrained to the J/ψ mass nominal value, are required to form a good
3D vertex with χ2 probability greater than 1%. The K + K − pair with
lower mass must have a reconstructed mass 1.008 GeV < m(K + K − ) <
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1.035 GeV to be considered as a φ candidate. The selection criteria,
designed to maximize the B signal yield, were determined before examining the mass difference ∆m ≡ m(µ+ µ− K + K − ) − m(µ+ µ− ), that
is the observable used to search for possibile structures in the J/ψφ
mass and investigated up to 1.568 GeV in order to reject the reflection from Bs0 → ψ(2S)φ → (J/ψπ + π − )φ due to pion misidentified as
Kaon and the loss of a non reconstructed pion per track. The fitted invariant mass spectrum of selected B ± candidates is presented in Figure
2.2(top), whereas the fitted sideband-subtracted K + K − mass spectrum
is shown in Figure 2.2(bottom). About 5% of the selected events have
more than one B candidate within a ±1.5σ window centered on the
B + mass.
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Figure 2.2:

Top:

the J/ψK + K − K ± invariant mass distribution when

2.9967 GeV < m(µ+ µ− ) < 3.1967 GeV , 1.008 GeV < m(K + K − ) < 1.035 GeV
and ∆m < 1.568 GeV ; the fit is obtained with a single Gaussian for the signal and
a second order Chebyshev polynomial for the mainly combinatorial background.
Bottom: the K + K − mass distribution for m(J/ψK + K − K ± ) within ±3σ of the
nominal B + mass value, after subtraction of the B ± sidebands. The solid curve
represents the fit model defined as the 41
convolution of a P-wave relativistic BreitWigner with a resolution gaussian having a width of about with a σφ ' 1.3 M eV ;
the fit provides a mass of 1019.4 ± 0.1 GeV and a width of 4.7 ± 0.4 M eV .

2.3

Background-subtracted and efficiency-corrected
∆m spectrum

Preliminarily signal Monte Carlo samples with specific values for
m(J/ΨΦ) (and thus for ∆m) were produced to provide:
a) B mass resolution as a function of J/ψφ mass values;
b) absolute B efficiency as a function of J/ψφ mass values;
c) J/ψφ mass resolution as a function of J/ψφ mass values.
The first information is needed by the used background subtraction
method, the second by the relative efficiency correction and the third
in the final ∆m fit.
The background subtraction is obtained by a bin-wise fit method.
After dividing the ∆m spectrum in 20 M eV -sized 28 bins, the B yield
for each bin is extracted by a binned maximum likelihood fit to the corresponding B candidates’ mass spectrum. A second order Chebyshev
polynomial is used for the background whereas the signal fit model
consists of two gaussians with common mean (the nominal B + mass)
and with widths and their relative ratio fixed to ∆m-dependent values
predicted by the signal Monte Carlo. The resulting yields as a function
of the binned ∆m provide the background-subtracted ∆m spectrum.
This result is found to be consistent with the distribution that can be
extracted by applying the alternative technique of sPlot[27].
The ∆m distribution obtained by background subtraction and then
corrected for relative efficiency is presented in Figure 2.3. The relative correction is calculated by referring the absolute efficiency to that
associated to an arbitrarily selected reference bin (∆m = 1.1 GeV ).
This is possible because no branching fractions are being determined.
This correction is consistent with a 2D relative efficiency correction
extracted, alternatively, over the Dalitz Plot taken from a pure phasespace generated signal Monte Carlo. In general the used simulations
assume unpolarized J/ψ and φ decays.
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Figure 2.3: The background-subtracted and relative-efficiency-corrected ∆m
distribution with superimposed binned results from two different fits (global
and 1D).The red curve on the bottom represents the overall fit model described in the text, overlaid to the three-body phase-space representing the
background component only. The band is in the ±1σ uncertainty range
from the phase space background model. The two additional superimposed
background curves represent event-mixed background shapes obtained by
applying the same reconstruction and selection to J/ψ, φ and K + (or J/ψ
and φK + ) candidates chosen randomly from different events.

2.4

Fit of the ∆m spectrum

The non-resonant decay of a real or quasi-particle state into three
particles can be described by a three-body phase-space model. The
∆m spectrum shows the presence of two structures on the top of the
typical phase-space shape and it was initially investigated by means
of a binned χ2 -fit with a fit model built as described in the following. Each structure is modelled with S-wave relativistic Breit-Wigner
function convolved with a Gaussian resolution function whose width
was determined from simulation (it linearly increases from 1 M eV at
the threshold to about 4 M eV at ∆m ' 1.25 GeV ). The background
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is modelled as a phase-space shape. The result of the fit is shown in
Figure 2.3 (1D fit).
Nevertheless the ∆m shape associated to the residual non-resonant
background events was also investigated with an event-mixing technique. The dashed and the dot-dashed curves in Figure 2.3 are background curves obtained by the different event-mixing procedures. The
three-body phase-space background lies above the event-mixed background in the region of these two structures and thus it turns to be
more conservative in that region. More rigorously the mean and the
width of the two structures where extracted by dividing the J/ψφK +
candidates into 20-MeV wide intervals of ∆m from 1.008 to 1.568 GeV
and performing a global unbinned maximum-likelihood (UML) fit to
the J/ψφK + invariant mass distribution in each ∆m interval. Being
the data separated into two datasets this procedure implies a total of
56 mass spectra fitted simultaneously.
In each fit, the B + mass is fixed to its nominal value and the mass
resolution δ is calculated using:
δ = a0 + a1 h∆mi + a2 h∆mi2
where h∆mi is the value of ∆m at the centre of the bin, and a0 , a1 , and
a2 are determined from simulation, separately for the two data sets.
The combinatorial background in each bin is modelled as a seconddegree polynomial. In the global fit, the B + yield is expressed as the
product of the relative efficiency times the number of signal events
from the two BWs and the nonresonant continuum events. We fit the
J/ψφK + invariant-mass distribution for each ∆m bin from the two
data sets simultaneously by projecting the above product into each bin.
The UML fit returns signal event yields of 310±70(stat.) and 418±170
(stat.) for the lower- and higher-mass structures, respectively. The
corresponding mass difference and width values are: m1 = 1051.3 ± 2.4
(stat.) MeV, Γ1 = 28+15
−11 (stat.)MeV; m2 = 1217.1 ± 5.3(stat.)MeV,
Γ2 = 38+30
−15 (stat.)MeV. The projection of the UML fit assuming two
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structures onto the J/ψφ mass spectrum is represented as the solid line
in Figure 2.3. The alternative one-dimensional (1D) binned χ2 fit to
the ∆m spectrum shown in Figure 2.3 was considered as a check. The
measurements of the masses, widths, and yields of the two structures
from the global and 1D fits are in good agreement.
Several checks have been done to validate the robustness of the
two structures. Not only each selection requirement has been varied
but the whole analysis has been repeated with tighter selection criteria that lowered the combinatorial background level by a factor of ten
while retaining 40% of the B signal candidates, as illustrated in Figure 2.4(top). The corresponding background-subtracted and relativeefficiency-corrected ∆m distribution is presented in Figure 2.4 (bottom)
together with the 1D. The measurements of the mass, widths and yields
of the two structures, before and after the tighter selection, obtained
for the 1D fit, resulted in good agreement.
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Figure 2.4: Top: the m(J/ψK + K − K ± ) spectrum obtained by tighter selection criteria. Bottom: the corresponding ∆m distribution and the superimposed fit function obtained with the same binned χ2 -fit of Figure 2.3.
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Systematic uncertainties’ evaluation were obtained by changing signal and background fit models, ∆m binning, mass resolution, efficiency
correction and selection criteria (see Table 2.1). This observation is
consistent with a previous evidence for a narrow structure near J/ψφ
threshold by the CDF Collaboration [1] [24].
m1 (MeV)

Γ1 (MeV)

m2 (MeV)

Γ2 (MeV)

B + background PDF

0.8

7.4

2.6

9.9

B+

0.2

3.6

2.7

0.2

Relative efficiency

4.8

6.0

0.9

10.0

∆m binning

3.7

1.5

2.7

0.2

∆m structure PDF

0.8

9.3

0.6

4.9

∆m mass resolution

0.8

6.4

0.6

4.6

∆m background shape

0.2

7.0

0.3

0.2

Selection requirements

0.8

7.8

5.5

1.8

Total

6.3

19

7.3

16

signal PDF

Table 2.1: Systematic uncertainties in the measured masses and widths of the
two peaking structures from the sources listed and the total uncertainties.

2.5

Results and signal significance

To evaluate the significance of each of the two observed structures,
three separate hypotheses binned fits were performed on the data shown
in Figure 2.3 and the ∆χ2 were obtained among them:
1. a background only fit (H0 null-hypothesis);
2. a background plus an S-wave relativistic BW signal function [2]
convolved with a Gaussian resolution function (2 MeV) for the
first structure (H1 alternative hypothesis);
3. a background plus two S-wave relativistic BW functions convolved
with a Gaussian resolution function to model the two structures
at ∆m of 1.05 and 1.2 GeV (H2 alternative hypothesis).
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The obtained ∆χ2 values were: 53.0 between H0 and H1 due to the
presence of the first structure and 37.0 between H0 and H2 due to the
presence of the second structure.
MC toys were used within the RooFit framework to estimate the
probability that background fluctuations alone would give rise to a signal as significant as that seen in the data for the structure at the J/ψφ
threshold. Over 50 millions ∆m spectra were generated between 1.008
and 1.568 GeV with 2342 events for each spectrum based on a threebody phase-space shape. These spectra were searched for the most
significant fluctuation in each spectrum with the pole mass being constrained to lie within ±3σ of the CDF-measured pole mass and with
widths from 10 MeV (half bin width) to 80 MeV (corresponding to half
the separation of the two peaks). The ∆χ2 distribution was obtained
in the pure simulated background samples and compared with the corresponding value of the signal in the data. No generated spectrum with
a fluctuation having a ∆χ2 value equal or greater than the value was
found in the data (53.0). The resulting p-value, taken as the fraction
of the simulated samples with a ∆χ2 value greater than or equal to the
value obtained in the data, was then declared to be certainly less than
9.1 × 10−8 , which corresponds to a significance of more than 5σ.
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Chapter 3

Statistical Issues
3.1

Hypothesis tests : statistical significance

The main aim of a statistical test is to examine how well a set of
data agrees with the behaviour predicted by a theoretical model or
hypothesis. Often we want to compare two different hypotheses : H0 ,
called the null hypothesis, and H1 , called the alternative hypothesis.
Suppose we have an n-dimensional set of observations x = (x1 , ..., xn )
which is an element of an n-dimensional space Ω called the sample
space. Two examples of hypotheses concerning the xi follow :
• The xi are distributed normally with particular values of µ and σ.
In this case the hypothesis is said to be simple since it determines
all the parameters of the p.d.f.
• The xi are distributed normally with particular values of µ. In
this case not all the parameters of the p.d.f. are established and
we call it a composite hypothesis.
The number of parameters exactly specified is called the number
of constraints; the number of the unspecified parameters represents
instead the number of degrees of freedom of the hypothesis. In order
to measure quantitatively the agreement of a set of data with a given
hypothesis we define a function of the measured variables called test
statistics t(x)[28]. A scalar function t(x) is a typical simple choice.
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Let’s suppose t is distributed as g(t|H0 ) if H0 is true and as g(t|H1 ) if
H1 is true, and let’s also define a critical region and its complement,
called the acceptance region. If the value of t resulting from the
data is in the critical region we decide to reject H0 otherwise H0 is
accepted. The critical region is chosen such that the probability for t
to be observed there, under the assumption that H0 is true, is equal
to the significance level α. For example the critical region may
consist of any value of t greater than a value tcut called the decision
boundary. The significance level is then (see Figure 3.1):

Z

∞

g(t|H0 ) dt

α=

(3.1)

tcut

Figure 3.1: Significance level α and power 1 − β of a statistical test.
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We would not reject H0 if the value tobs is less than tcut and so α
represents the probability to reject H0 even if H0 is true. This is called
an error of the first kind . When H0 is accepted even if the true
hypothesis is not H0 but some alternative hypothesis, e.g. H1 , we are
committing an error of the second kind and we denote by β the
probability for this kind of error (see Figure 3.1):
Z tcut
g(t|H1 ) dt
β=

(3.2)

−∞

The quantity 1 − β is called the power of the test because it represents
the probability to (correctly) reject H0 if H1 is true. On the other
hand the quantity 1 − α represents the probability of choosing H0
instead of H1 when H0 is actually true. The latter quantity is called
sometimes selection efficiency whereas β is considered the level of
”contamination” .

3.2

Choice of a test

The decision between the two hypotheses would be obvious if g(t|H0 )
and g(t|H1 ) were separated (i.e. α ∼ β ∼ 0). Typically α and β occur
to be positive and finite and the decision should be performed by keeping both kinds of errors (thus α and β) as small as possible. Often, for
a given fixed type-I error rate α one prefers the test with the highest
power (1 − β).
Now assume for simplicity that both H0 and H1 are simple and share
the same p.d.f. characterised by a single parameter θ, the difference
being the value of θ :
H0 : θ = θ0 ,

H1 : θ = θ 1

R∞
Then, for a given test statistic and a chosen value of α = tcut g(t|θ =
R tcut
θ0 ) dt we can determine β = −∞
g(t|θ = θ1 ) dt. Repeating this for
different fixed values of α, a curve expressing β as function of α can be
built for a given test statistic. The dashed line in Figure 3.2 corresponds
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to 1 − β = α. Since we desire to have both α and β small, it is clear
that test C in the figure is clearly less discriminating than the others.
On the other hand test A should be chosen if we seek for significance
α < α1 and test B for α > α1 . These curves can be obtained regardless
of H0 or H1 being simple or not. If both of them are simple, there is
always a test, named the Neyman-Pearson test (labeled N-P in the
figure) which is proved to be the most powerful test for any given α
[29]. The N-P test statistics is, for a given set of data x, just the ratio
known as the likelihood ratio:
λ=

g(t|H0 )
g(t|H1 )

For a fixed α we can define a critical value cα such that we
reject H0 if λ ≤ cα , accept H0 if λ > cα

Figure 3.2: β vs α for different tests [30]
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(3.3)

3.3

Goodness-of-fit tests

Often we want to give a measure of how well a given hypothesis H0
is compatible with the observed data without specific reference to any
alternative hypothesis. In this case we refer to that as a goodnessof-fit test. Goodness-of-fit tests compare the experimental data with
the p.d.f. specified under H0 hypothesis and lead to the statement
that the data are consistent or inconsistent with H0 . Usually the result
of the test is the statement of P-value, namely that is the probability, assuming H0 is true, of obtaining a result of the test statistics as
compatible or less with H0 than the one actually observed. Thus, a
certain P-value level means that if H0 is true there is a certain chance
of obtaining data similar to ours. If we had specified a critical region
for the test statistic with a significance level α equal to the P-value
obtained, then the value of the statistic would be at the boundary of
this region. In a goodness-of-fit test, however, the P-value is a random
variable itself: it is the fraction of times we would obtain data as compatible with H0 or less if the experiment were repeated many times
under similar circumstances. In the next two sub-sections we will refer
to binned data.
Suppose we have an histogram with N bins of the observed x values,
each bin i having ni entries, whereas the corresponding number of
entries expected by H0 is νi . We will discuss how is possible to build
two statistics that reflect the level of agreement between observed and
expected histograms in sub-sections (2.3.1 and 2.3.2).
3.3.1

Pearson’s χ2 test

A ”classic” test for binned data is the χ2 test proposed by K. Pearson
in [31] :
2

χ =

N
X
(ni − νi )2

νi

i=1
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(3.4)

If the binned data n = (n1 , ...., nN ) are Poisson distributed in each bin
with mean values ν = (ν1 , ..., νN ); we assume that the total number of
P
entries ntot = N
ni is itself a Poisson variable with predicted mean
PNi=1
value νtot = i=1 νi . If the number of entries in each bin is not too
small (ni ≥ 5 ∀ i), then the χ2 test statistic will follow a χ2 distribution
for N degrees of freedom:
1
z N/2−1 e−z/2
(3.5)
Γ(N/2)
where 0 ≤ z ≤ ∞ is a continuous variable. This statement is valid
f (z; N ) =

2N/2

regardless of the distribution of x and the χ2 is therefore said to be
distribution free. A larger χ2 corresponds to a larger discrepancy between the data and the hypothesis. The P-value (or significance level)
is thus given by the integral of the χ2 p.d.f. from the observed χ2 to
infinity:
Z

∞

P =

f (z; N ) dz
χ2obs

(3.6)

It is also possible to consider ntot as fixed at the number of entries of
the histogram (the experiment of data taking is finished); in this case
the ni are multinomially distributed with probabilities pi = νi /ntot of
having an entry in bin i. We can then construct the χ2 statistic as :
N
X
(ni − pi ntot )2

2

χ =

pi ntot

i=1

(3.7)

and it can be shown that, in the large sample limit, this statistic follows
a χ2 distribution with N −1 degrees of freedom. We have assumed that
the probabilities pi are known. Indeed if f (x; θ), where θ = (θ1 , ..., θm )
is the vector of m parameters, is the hypothesised p.d.f. for the random
variable x, the number of entries predicted in bin i can be expressed
as :
Z
νi (θ) = ntot

f (x, θ) dx = ntot pi (θ)
bini
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(3.8)

and the m parameters are found by minimising the χ2 (θ) quantity.
In general the number of degrees of freedom is then reduced to N − m
(N − 1 for the particular case of a single parameter).

Figure 3.3: χ2 p.d.f. for different number of degrees of freedom N

3.3.2

The likelihood ratio test

First let us describe the maximum likelihood (ML) method for
parameter estimation with binned data. Suppose we have ntot observations of a random variable x distributed according to a p.d.f.
f (x; θ) for which we would like to estimate the unknown parameter
θ = (θ1 , ..., θm ). The ntot measurements are divided among the bins
of an histogram, yielding the entries n = (n1 , ..., nN ) in N bins. The
expectation values ν = (ν1 , ..., νN ) are given by:
Z

xmax
i

νi (θ) = ntot

f (x, θ) dx
xmin
i

(3.9)

where xmax
and xmin
are the boundaries of bin i. We can regard the hisi
i
togram as a single random measurement of an N-dimensional random
vector for which the joint p.d.f. is given by a multinomial distribution
[28]
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ntot !
fjoint (n; ν) =
n1 !...nN !



ν1
ntot

n1


...

νN
ntot

nN

(3.10)

The N quantities x1 , ..., xN are observation assumed to be independent
and thus the joint p.d.f. for the sample is the product of N p.d.f.s
of identical form f (xi ; θ) and the likelihood function L(θ) is just the
joint p.d.f. and is a function of the parameters θ. Analogously the
likelihood function for a binned distribution is just fjoint (n; ν). Taking
the logarithm of the joint p.d.f. gives the log-likelihood function
logL(θ) =

N
X

ni logνi (θ)

(3.11)

i=1

where the additive terms not depending on the parameters have been
dropped. We define the maximum likelihood (ML) estimators for the
parameters θ̂ to be those that maximise the log-likelihood function.
The binned ML technique does not encounter any difficulties if some
of the bins have few or no entries.
In some circumstances it may be necessary to treat the total number
of entries ntot as a Poisson random variable with expectation νtot . The
measurement than consists in first determining ntot from a Poisson
distribution and the distributing ntot observations of x in an histogram
with N bins. Thus the joint p.d.f. becomes [28]

n1 
nN
ntot −νtot
νtot
e
ntot !
ν1
νN
fjoint (n; ν) =
...
ntot ! n1 !...nN ! ntot
ntot
P
with νtot = N
i=1 νi equation (3.12) becomes
fjoint (n; ν) =

N
Y
ν ni
i

i=1

ni !

eνi

(3.12)

(3.13)

where the expected number of entries in each bin νi depends on the
parameters θ and νtot
Z

xmax
i

νi (νtot , θ) = νtot

f (x, θ) dx
xmin
i
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(3.14)

Repeating the previous procedure, we take the logarithm of the joint
p.d.f. and drop the terms not depending on the parameters and thus
obtain
logL(νtot , θ) = −νtot +

N
X

ni logνi (νtot , θ)

(3.15)

i=1

that is known as the extended log-likelihood function for binned data.
One way to apply the principle of maximum likelihood (that provides a method to estimate parameters) as a goodness-of-fit testing
method is to use the value of the likelihood function at its maximum,
Lmax . However we don’t know a priori how this goodness-of-fit statistic, Lmax , is distributed. It could be determined by means of a Monte
Carlo study where the ML estimators θ̂ are used to generate simulated
data. Another approach is to construct an histogram n with N bins
from the ntot measured values and to express the estimates of mean
values ν from the ML fit
Z

xmax
i

ν̂i = ntot

f (x, θ̂) dx
xmin
i

(3.16)

where the parameters θ are evaluated with their ML estimates θ̂. The
data n and the estimates ν̂ can be used to build a goodness-of-fit
statistic based on likelihood function (3.11). We define λ as the ratio
[28]
L(n|ν̂)
fjoint (n; ν̂)
=
(3.17)
L(n|n)
fjoint (n; n)
where in the denominator the νi are set equal to the data values ni .
λ=

Taking into account (3.10) and (3.13) this becomes
λM =

n
N 
Y
ν̂i i
i=1

ni

(3.18)

and for Poisson distributed data
ntot −νtot

λP = e

n
N 
Y
ν̂i i
i=1
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ni

(3.19)

If m parameters have been estimated from the data, then for multinomially distributed data ν can be replaced by the estimates ν̂ and, in
the large sample limit, the statistic
χ2M

= −2logλM = 2

N
X
i=1

ni log

ni
ν̂i

(3.20)

follows a χ2 distribution for N − m − 1 degrees of freedom [32]. Instead
for Poisson distributed data the statistic

N 
X
ni
2
χP = −2logλP = 2
ni log + ν̂i − ni
ν̂i
i=1

(3.21)

follows a χ2 distribution for N − m degrees of freedom (there is no
constrain on the total number of events). For finite data sample, none
of the statistics above follow exactly the χ2 distribution.

3.4

Statistical tests for the search of a new signal

In particle physics experiments we often search for processes that
have been predicted but not yet seen. In order to correctly handle the
discovery of a new signal process, we define the null hypothesis H0 as
describing only known process, here labelled as background. This is to
be tested against the alternative H1 , which includes the background
as well as the signal. As already mentioned, we quantify the level
of agreement of the data with a given hypothesis by computing the
P-value. Usually the P-value is converted [33] into an equivalent
significance Z defined such that a Gaussian distributed variable found
Z standard deviations above its mean has an upper-tail probability
equal to P
Z = Φ−1 (1 − P )

(3.22)

where Φ−1 is the inverse of the cumulative distribution, known as quantile, of the standard Gaussian (see Figure 3.4). The particle physics
community tends to regard rejection of the background hypothesis with
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a significance of at least Z=5 as an appropriate level to claim discovery. Instead 3 < Z < 5 suggest an ”evidence” for a signal. In the
one-sided definition (3.22) Z=5 corresponds to this corresponds to P
= 2.87 × 10−7 . It is worthy to note at this point that this is a ”local” statistical significance because the research is implicitly carried
out focusing on a limited zone of a spectrum by guidance from some
prediction. In absence of the latter the real spectrum is wide and the
Look Elsewhere Effect(LEE)[34] should be taken into account to convert a ”local” statistical significance to a ”global” one.

Figure 3.4: Normal distribution : the P-value and the equivalent signficance

A widely used procedure to establish discovery in HEP is based on a
frequentist significance test using likelihood ratio test as test statistics.
In addition to parameters of interest such as the strength of the signal,
the signal and background models will contain in general some parameters, called nuisance parameters, whose values must be fitted from the
data. To explain the use of the likelihood ratio test in this context,
we consider an experiment where for each selected event we measure
the value of a kinematic variable x and by considering all the recorded
events we construct an histogram n = (n1 , ..., nN ). The expectation
value of the number of entries in bin i, ni , can be written
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E[ni ] = µsi + bi

(3.23)

where
Z

xmax
i

si = stot

fs (x; θs ) dx

(3.24)

fb (x; θb ) dx

(3.25)

xmin
i

Z

xmax
i

bi = btot
xmin
i

are the mean number of entries in the i the bin associated to signal and
background respectively; stot and btot are the total mean numbers of signal and background entries. The parameter µ represents the strength
of the signal process; µ = 0 corresponds to the background-only hypothesis whereas µ = 1 in case of signal hypothesis. The functions fs
and fb are the p.d.f.s of the variable x for signal and background events
and they are characterised by the parameters θs and θb . From now on
let us denote with θ all the nuisance parameters: θ = (θs , θb , btot ).
Note that the signal normalisation stot is not an adjustable parameter
but is rather fixed to the value predicted by the nominal signal model
(whereas µ is the effective parameter). The likelihood function is then
the product of Poisson probabilities for all bins [33]:
N
Y
(µsj + bj )nj −(µsj +bj )
L(µ, θ) =
e
nj !
j=1

(3.26)

and to test a hypothesised value of µ we consider the profile likelihood
ratio defined as
λ(µ) =

ˆ
L(µ, θ̂)
L(µ̂, θ̂)

(3.27)

ˆ
The quantity θ̂ denotes the conditional ML estimators of θ, i.e. the
set of values of θ that maximises L for the specified µ and thus is a
function of µ. The numerator is thus the profile likelihood function
whereas the denominator is the maximised (unconditional) likelihood
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function (µ̂ and θ̂ are ML estimators). Note the that 0 ≤ λµ ≤ 1
and λµ close to 1 implies good agreement between the data and the
hypothesised value of µ Note that if the total number of events is fixed
by the amount of the data the (3.26) reduces to :
N
Y
(µsj + bj )nj
L(µ, θ) =
nj !
j=1

3.4.1

(3.28)

Test statistics tµ and t̃µ

Now we define [33] the statistic
tµ = −2lnλ(µ)

(3.29)

such that higher values of tµ correspond to an increasing compatibility
between the data and µ under assumption of the signal strength µ. To
directly quantify the level of disagreement between the data and the
hypothesis we compute the P-value
Z

∞

f (tµ |µ) dtµ

pµ =

(3.30)

tµ,jobs

where tµ,obs is the value of tµ observed from the data and f (tµ |µ) denotes
the p.d.f. of tµ .
Often it is reasonable to assume that the presence of a new signal
can only increase the mean event rate beyond what is expected from
background-only hypothesis: that is µ ≥ 0. For this model if we find
data such that the ML estimator is µ̂ < 0, then the best level of
agreement between the data and any physical value of µ occurs for
µ = 0. Therefore we define

λ̃(µ) =


ˆ
 L(µ,θ̂(µ))
L(µ̂,θ̂)
ˆ
 L(µ,θ̂(µ))
L(0,θ̂(0))

µ̂ ≥ 0
µ̂ < 0

(3.31)

and we use λ̃(µ) instead of λ(µ) to obtain the corresponding test statistic t̃µ that is
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ˆ
−2ln L(µ,θ̂(µ))

L(µ̂,θ̂)
ˆ
−2ln L(µ,θ̂(µ))
L(0,θ̂(0))

t̃µ = −2lnλ̃(µ) =

µ̂ ≥ 0
µ̂ < 0

(3.32)

As for tµ , we can now quantify the level of disagreement between the
data and the hyphotesized value of µ with the P-value
∞

Z

f (t̃µ |µ) dt̃µ

p̃µ =

(3.33)

t̃µ,jobs

3.4.2

Test statistic q0 for discovery of a positive signal

The important special case of t̃µ in which we are interested, is the
one used to test µ = 0 when we assume µ ≥ 0 Rejecting the µ = 0
hypothesis effectively leads to the discovery of a new signal. For this
important case, using the notation in [33] we define q0 = t̃0 as

q0 =


−2lnλ(0)
0

µ̂ ≥ 0

µ̂ < 0

(3.34)

where λ(0) is the profile likelihood ratio for µ = 0. This statistic differs
from t0 since in that case we may reject the µ = 0 hypothesis for either
a positive or negative fluctuation. In this case, instead, disagreement
to background-only (µ = 0) hypothesis is associated to µ̂ > 0. A value
of µ̂ much below zero may be evidence against the background-only
hypohtesis but it does not show the presence of a new signal. We
compute the P-value in the same way as done with tµ , that is:
Z

∞

f (q0 |0) dq0

p0 =

(3.35)

q0,obs

where f (q0 |0) denotes the p.d.f. of the statistic q0 under the assumption
of the background-only hypothesis.
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3.5

Approximate test statistics distribution

In order to find the P-value of an hypothesis, namely f (tµ |µ) or
f (q0 |0), we need to know the sample distribution depending on the
test statistic being used.
We start considering the generic test (3.29) for the strength parameter µ. We suppose the data are distributed according to a strength
parameter µ0 . From the results in [35] it can be shown that for the case
of single parameter of interest, it holds
√
(µ − µ̂)2
N)
(3.36)
+
O(1/
σ2
where N represents the data sample size. Since µ̂ is an ML estimator,
− 2lnλ(µ) =

in the large sample limit (N large), it follows a Gaussian distribution
with a mean µ0 and a standard deviation σ; the latter is obtained from
the covariance matrix Vij of the estimators for all the parameters, i.e.
using
Vij−1

∂ 2 lnL
= −E
∂θi ∂θj




(3.37)

where, for instance, θ0 = µ and σ 2 = V00 . It can ben shown that,
neglecting the small term in (3.36), the statistic tµ = −2ln(µ) follows
a noncentral chi-square distribution for one degree of freedom
√ 2i
1 √
1
1 h − 1 (√tµ +√Λ)2
f (tµ ; Λ) = √ √
e 2
+ e− 2 ( tµ − Λ)
2 tµ 2π

(3.38)

with the noncentrality parameter being
(µ − µ0 )2
(3.39)
σ2
For the special case µ0 = µ, one gets Λ = 0 and −2lnλ(µ) tends to
Λ=

a chi-square distribution for one degree of freedom as found by Wilks
[36]
1
1
f (tµ |µ) = √
√ e−tµ /2
2π 2 tµ
63

(3.40)

and therefore the cumulative distribution of tµ is
F (tµ |µ) = 2Φ(

p

tµ ) − 1

(3.41)

where Φ is the cumulative distribution of the standard Gaussian Φ(x) =
2

−x
√1 e 2
2π

. Then the P-value and the corresponding significance of an

hypothesised value of µ for an observed tµ are

pµ = 1−F (tµ |µ) = 2(1−Φ(

p

tµ )) ,

p
Zµ = Φ−1 (1−pµ ) = Φ−1 (2Φ( tµ )−1
(3.42)

If the p-value if found below a certain threshold α (for instance α =
0.05) the the value of µ is considered excluded at a confidence level
(CL) of 1 − α (95%).
3.5.1

Distribution of q0

In the case of a discovery while searching for a new signal we are
testing the background-only hypothesis(µ = 0) and thus we need to
refer to f (q0 |0) with q0 defined by (3.34). From 3.36 with µ = 0 we
have:
− 2lnλ(0) = µ̂2 /σ 2

(3.43)

and from 3.34

q0 =


µ̂2 /σ 2

µ̂ ≥ 0

0

µ̂ < 0

(3.44)

Again µ̂ is an ML estimator that, in the large sample limit, follows a
Gaussian distribution with mean µ0 and a standard deviation σ. It can
be shown that [33]:


√

 0 
0 2
− 12
q0 − µσ
µ
1 1 1
f (q0 |µ ) = 1 − Φ
δ(q0 ) + √ √ e
σ
2 2π q0
0
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(3.45)

For the special case in µ0 = 0 (remember that µ0 is the signal strength
in the data) so that Φ = 1/2:
1
1 1 1
f (q0 |0) = δ(q0 ) + √ √ e−q0 /2
2
2 2π q0

(3.46)

This p.d.f. is a mixture of a delta function at zero and a chi-square distribution for one degree of freedom, with equal weights. The resulting
cumulative distribution is
√
F (q0 |0) = Φ( q0 )

(3.47)

and the P-value for the µ = 0 hypothesis is
√
p0 = 1 − F (q0 |0) = 1 − Φ( q0 )

(3.48)

The corresponding significance is then
Z0 = Φ−1 (1 − p0 ) =

3.6

√
q0

(3.49)

More parameters of interest : Wilks’ theorem
and its generalisation

In the previous section we have supposed that from the data we estimate a single parameter while the eventual other parameters are fixed.
We now try to extend these results to the case of more parameters of
interest starting from the Wilks’ theorem [36]. Given two hypotheses
under test, H0 (null ) and H1 (alternative), this theorem states that,
assumed H0 is true and under the following conditions [37]:
1. H0 and H1 are nested, i.e. there are no nuisance parameters
under the alternative hypothesis other than those present in H0 ;
2. accessible parameter values in the H0 are not boundary points
for H1 ;
3. the asymptotic limitholds namely as long as the normal sampling distribution is a valid approximation;
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then the generic likelihood ratio −2 ln λ is distributed according
to a χ2 with ν1 − ν0 degrees of freedom where ν1 and ν0 are
respectively the number of parameters of interest defined in H1 and
H0 . Note that one of the main aspects is that the set of H0 parameters
θ 0 = (θ10 , ..., θν00 ) has to be included in the set of H1 parameters θ 1 =
(θ11 , ..., θν11 ). These results, under the same assumptions, are applicable
also to the ∆χ2 ≡ χ20 − χ21 since in the large sample limit [37] (see
Appendix A for details):
∆χ2 = 2 ln L

(3.50)

In the previous sections we have somehow implicitly extended the
Wilks’ results even to the case in which the H0 parameters are at
H1 limits. As a matter of fact we have explicitly shown that, when
we constrain the signal strength to be positive, we can still predict the
distribution of the likelihood ratio, labeled q0 in this case. Besides we
have shown a good agreement between prediction and MC simulation
and such a result support the effectiveness of our procedure.
The next step is to generalise the results (3.36) and (3.38) to more
than one parameter of interest. Referring to [35][36][38], suppose there
are r parameters of interest θr = (θ1 , ..., θr ), comprehensive of the signal strenght µ. Then the distribution of −2lnλ(θr ) follow a non central
chi-square distribution for r-degrees of freedom with noncentrality parameter :
Λr =

r
X

(θi − θi0 )Ṽij−1 (θj − θj0 )

(3.51)

i,j=1

where Ṽij−1 is the inverse of the submatrix one obtains from restricting
the full covariance matrix Vij−1 (3.37) to the parameters of interest.
Equation (3.51) is the natural extension of (3.39) for more than one
parameter of interest. Thus, thanks to this extension suggested by [33],
we expand Wilks’ theorem to the cases for which condition (2) is not
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fulfilled. This method is quite powerful even if it could be quite tricky
to evaluate (3.37); some efficient methods are exposed in [33] but they
are not of our interest in the present context. Instead the condition
(1) about the nesting of H0 and H1 is still crucial. Indeed it would not
be possible to build any asymptotic distribution for the test statistic
since the results from [33] and [35] would not be applicable. Commonly
encountered situations in real data analyses may violate the ”nesting”
requirement; for instance in our case under study, we are searching
for a signal in a certain region of the mass spectrum: the peak mass
and width are H1 parameters not defined in H0 . In this kind of cases
no analytic (asymptotic) behaviour can be found. Following [37], the
asymptotic distributions would be somewhere in between (see Figure
3.5):
• the χ2 curve for ν d.o.f. related to the parameters of interest
shared between the null and the alternative hypotheses;
• the χ2 curve for ν 0 d.o.f. related to all the free parameters of
interest defined for the alternative hypothesis.

Figure 3.5: Distributions of ∆χ2 with H0 being the background-only hypothesis with µ = 0 and no other parameter and different alternative hypotheses
H1 . Left plot: Alternative fit for a signal peak with fixed mass and µ̂ yield
unconstrained. Right plot: alternative fit for a signal peak with variable
mass and µ̂ unconstrained [37].
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To summarize, it has been discussed that when the applicability
requirements from [33], [35] and [36]are met, test statistic distributions
can be provided analytically. Instead this does not hold in cases such
the one under study, where some free parameters are present in H1
in order to scan the location and shape of a new signal. Therefore in
such cases there is no theoretical predictions and the only procedure to
estimate the P-value and the related significance consists in producing a
large number of MC toy distributions, fitting them and finally extracting
the test statistic distribution.
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Chapter 4

GooFit performances’ results
4.1

The Monte Carlo Toys procedure

In this chapter the results of the GooFit[20] timing performances
studies are presented and discussed in comparison to traditional RooFit
[21] approach, with reference to a massive Monte Carlo Toys production needed to estimate a p-value. The related statistical significance
is assessed in the use case introduced in Chapter 2. Specifically it
will be followed the Monte Carlo toys’ procedure to estimate the statistical significance of the peak close to the kinematical threshold in
the ∆m ≡ m(µ+ µ− K + K − ) − m(µ+ µ− ) spectrum extracted from the
B ± → J/ψφK ± decay as discussed in Chapter 2. The adopted technique has been already outlined in Section 2.5 but here a greater detail
will be provided. The used notation is that introduced in Chapter 3
for the hypothesis testing.
1. Generation: random fluctuations of the background distribution
based on the phase space background model are obtained by MC
toys generation. The model is represented by the function:
fbkg (x) ∼

q
(x + m1 )4 + m41 + m42 − 2(x + m1 )2 m21 − 2m22 m22 − 2(x + m1 )2 m21 )

q
× M 4 + (x + m1 )4 + m43 − 2M 2 (x + m1 )2 − 2M m3 − 2(x + m1 )2 m23
×

1
x + m1
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(4.1)

where m1 = 3.0967 GeV ≡ mJ/Ψ , m2 = 1.01946 GeV ≡ mΦ ,
m3 = 0.493677 GeV ≡ mK + and M = 5.279 GeV ≡ mB + . The
observable x represents the ∆m mass difference defined in Chapter 2, namely the physical quantity investigated to look for charmoniumlike exotic structures/states. The class representing the background p.d.f. has been defined in Three-BodiesPdf.cu (see Appendix C). The generation is carried out via the Hit or miss procedure (see Appendix C) and the number of entries in this distribution is fixed to the number of events in the original data
binned histogram(i.e. 2342). This distribution is loaded in a 28
bins BinnedDataSet that ranges from 1.008 to 1.568 GeV.
2. H0 fit: the null hypothesis H0 fit is performed with the phasespace model only. The fit is set up to be a binned negative loglikelihood (NLL) fit since the number of events is fixed to the
number of entries in the data (that is to say the experiment is
finished). The fit is performed running MIGRAD algorithm only
(HESSE and MINOS are time consuming above all for the RooFit
execution). For each bin the p.d.f. is evaluated by integration
between the bin boundaries. After the fit is carried out, the χ2H0
of the fit based on the data and the fitted function for the H0
hypothesis is estimated as described in 3.7.
3. H1 fit: the alternative hypothesis H1 fit is performed with a p.d.f.
obtained by composition of the phase-space model with a Voigtian
p.d.f., that is the convolution of a non relativistic Breit-Wigner
with a Gaussian resolution function with fixed width (2M eV ):
fsig (x) ∼

(x−m)2
1
−
2σ 2
⊗
e
(x − m)2 + (Γ/2)2

(4.2)

The weight w assigned to the signal p.d.f. within the total p.d.f.
is regulated by a signal fraction Variable that can freely range
between 0.0 and 0.25:
ftot (x) = w · fsig (x) + (1 − w) · fbkg (x)
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(4.3)

Min

Max

Starting points

Γ(M eV )

10

80

15

23.5

42.0

60.5

m(GeV )

1.0377

1.0557

1.040

1.050

//

//

Table 4.1: Eight H1 alternative fit starting points and the range allowed in
the fit for the parameters.

The Voigtian p.d.f. is truncated at 1.01946 GeV to correctly account for the presence of the kinematical Jψ/φ threshold (see Appendix C). This fit is performed eight times changing the starting
values of the B.W. parameters m and Γ in order to scan the signal
region of interest in the data that is the region where the Y (4140)
accurately (see Table 4.1 for the chosen starting values). Furthermore the signal yield is constrained to be non negative since has
been adopted the method described in Section 3.4. For each of
the eight fits the the χ2H1 based on the data and the fitted function
is estimated.
4. ∆χ2 distribution: the lowest value for χ2H1 found from the eight
H1 fits is used to calculate the value of the difference χ2H0 − χ2H1
with which the final ∆χ2 histogram is filled.
This Toy MC procedure is implemented in the GooToyMC.cu code (see
Appendix C for further details). Repeating this cycle a huge number
of times a ∆χ2 distribution is obtained.
4.1.1

Bin integration and kinematic threshold

The reasons for which the bin integration and the insertion of the
kinematic threshold for the Voigtian p.d.f. are needed will be now
briefly discussed. There are two main reasons:
• Kinematical threshold: the kinematic threshold implicitly imposed by the background three bodies phase space model allow
some fluctuations, such as the one in Figure 4.1, to be incorrectly
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fitted. As a matter of fact in this example there is no evident fluctuation in the signal region (corresponds to the first three bins).
The bin entries in the data are well below the phase space function and thus the H1 fit should not find any positive signal yield.
Instead the fit results in a signal yield of ∼ 1% of the total bin
entries and also a ∆χ2 ≈ 6.1 that is rather high for a distribution
with no evident (by eye) fluctuation above the background. The
problem of this fit lays in the behaviour of the function (4.1) in
the first bin [1.008, 1.028]. Since the fit is carried out evaluating
the function in the middle of the bin for each bin, the value of
the background p.d.f in the first bin is zero. This happens because the bin centre (1.018) falls below the kinematical threshold
for the three bodies phase space model. Thus the MINUIT algorithm, when performing the H1 fit, tends to fill the first bin with
fictitious signal events even if there’s no actual signal.
• Signal steepness: the slope of the three bodies phase space
function in the first bins and the Voigtian function, are very steep
and thus this requires the integration over the single bin of the fit
function so that a reliable result can be provided.
From Figure 4.2 it is evident that, by performing bin integration
and imposing a threshold on the Voigtian p.d.f., the fitting procedure
can’t find any peak in the signal region as it is reasonably expected.
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Figure 4.1: Example of a pseudo-experiment where, even if there is no evident
fluctuation in the signal region, the fit still finds a non zero yield signal resulting
also in a non null ∆χ2 . The dashed red circle and the light red shaded area represent
the fictitious signal found by the fit. The orange dashed circle highlights the bins
within the signal region [1.0377;1.0557].

Figure 4.2: Example of a pseudo-experiment similar to the one in Figure 4.1. However in this case either kinematical threshold has been enforced and bin integration
is applied
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4.2

GooFit procedure validation: comparisons with
ROOT/RooFit

Before starting the study of the performances of GooFit it is mandatory to validate the followed procedure. Validation can be carried out
by implementing exactly the same MC toy fitting cycle previously described both in GooFit (in a CUDA code) and in ROOT/RooFit (in
C code). A 15000 pseudo experiments based on the three body phasespace model (4.1) was generated and used both in GooFit and RooFit
procedures. In this way two different ∆χ2 distributions have been obtained, one for ROOT/RooFit and one for GooFit corresponding to the
same set of 15000 fluctuations.
Toy MC Delta Chi Square Distributions GooFit-RooFit
myToyLocalDeltaChiSquareRoo
myToyLocalDeltaChiSquareGoo

4

Entries
Mean
RMS
Underflow
Overflow

10

103

15000
1.198
1.2
1.862
1.863
0
0

GooFit
Root/RooFit

102

10

1
0

5

10

15

20

25

30

Figure 4.3: Comparison of the ∆χ2 distributions obtained with GooFit and
RooFit on the same 15000 MC toys set.
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As it can be appreciated in Figure 4.3 the two distributions are
very similar and highly compatible. This is also evident from the pull
distribution relative to ht comparison of the two histograms(see Figure
4.4).

Toy MC Delta Chi Square Pull
DiffToyLast

4

Entries
Mean
RMS
Underflow
Overflow

3
2

20
8.585
1.549
0
0

1
0
−1
−2
−3
−4
0

1

2

3

4

5

6

7

8

9

10

Figure 4.4: Pull distribution obtained comparing the two histograms (GooFit
and RooFit) up to ∆χ2 = 10 in order to have enough bin content for both
the ∆χ2 histograms.
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Furthermore for each fluctuation the difference between the ∆χ2
computed in the two cases has been calculated: ∆χ2diff = ∆χ2Root −
∆χ2GooFit is reported in Figure 4.5. None of the fluctuation fitted shows
a discrepancy |∆χ2diff | ≥ 1. In the most of the cases (≥ 14500 out of
15000) ∆χ2diff ∈ [−0.1; 0.1] which is enough small to have no influence
on the ∆χ2 distribution shape. This also reflect the fact that the mean
of the distribution (2.6 × 10−3 ) is rather close to zero. Moreover in the
plot presented in Figure 4.5 the coloured area represents those cases for
which ∆χ2GooFit ≥ 10, namely those in the tail of the ∆χ2 distribution
and more relevant for the P-value estimation.

Figure 4.5: ∆χ2diff = ∆χ2Root − ∆χ2GooFit difference distribution for the same
set of fluctuations as described in the text.
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In Figures from 4.6 to 4.9 four pseudo experiments are reported,
one with no fluctuation in the the signal region (Figure 4.6) and three
with an evident bump in the signal region (Figures 4.7, 4.8 and 4.9).
It can be appreciated how much close the fit results are.

Figure 4.6: Comparison of the fit result when no signal fluctuation is hinted.
Top plot for RooFit and bottom plot for GooFit.
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Figure 4.7: Comparison of the fit result when a signal fluctuation is hinted.
Top plot for RooFit and bottom plot for GooFit.
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Figure 4.8: Comparison of the fit result when a signal fluctuation is hinted.
Top plot for RooFit and bottom plot for GooFit.
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Figure 4.9: Comparison of the fit result when a signal fluctuation is hinted.
Top plot for RooFit and bottom plot for GooFit.
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4.3

Single process timing performances

A first timing result is obtained by comparing RooFit and GooFit
performances on a single process based on a set of 15,000 MC toys.
The gain factors for GooFit with respect to RooFit, defined as the
ratio between the elapsed time for RooFit and GooFit processes, are
reported in Table 4.2)
15000MC Toys
Cycles per hour

Elapsed time (s)
ROOT/RooFit
(Tesla K40)
GooFit
(Tesla K20)
GooFit
(Tesla K40)

(extrapolation)

Gain Factor

530245.4 ± 11234.2(*)

103.8 ± 5.65

1

10873.1 ± 375.6

4969.1 ± 124.1

∼49

8082.6 ± 231.4

6683.5 ± 154.4

∼65

Table 4.2: Timing results for the 15000 MC toys produced and fitted by
GooFit and RooFit on the two GPU boards at our disposal: TeslaK20 and
TeslaK40. RooFit is run on one of the CPUs hosted by the same server
hosting the TeslaK40 GPU. The error reported in (*) has been evaluated as
half of the dispersion since, due to its duration (more than 6 days), it was
possible to run this kind of job only twice.

Having a look (Figure 4.10) at the level of GPU occupation by issuing the command nvidia-smi [11] it appears that the computational
capability of the GPU is not fully exploited; typical occupation level
ranges between 60% and 70%.
In order to understand what is happening during the execution of
the process the NVIDIA Visual Profiler is used; it is a tool (to be
launched by issuing the command nvvp) provided by NVIDIA to monitor how a process is running. In Figure 4.11 it is shown an example of
what kind of information this profiler provides. With reference to this
figure, the red box highlights the data transfer between the device and
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Figure 4.10: Snapshot of the results obtained with nvidia-smi command
when a single GooToyMC job is running on a single GPU. Note that the
average GPU-utilisation is well below the 100%.

the host in both directions (DtoH and HtoD); the dashed green box,
instead, shows the actual computing functions, whereas the blue one
show the whole stream made of both data transfers and computations.
In this overall stream cycle three steps can be identified:
1. The first step concerns the declaration and the initialisation of
the p.d.f.s, of the variables and of the dataset that will be used in
the fit. In this phase the process is just transferring data between
the device and the host.
2. In the next stage the normalisation of the p.d.f. is represented
by the purple computing process. The normalisation result and
the initial values of the parameters are transferred to the host
where MINUIT sets up and performs its (first) calculation. The
parameters’ estimates provided by MINUIT are then transferred to
the device.
3. The last step is characterised by the negative-log-likelihood (NLL)
calculation (indicated in blue) that is performed by the device.
NLL value are copied to the host and supplied to next single
MINUIT call.
82

Figure 4.11: Example of a profiling result obtained with nvvp command
monitoring a single GooToyMC process. See the text for the description of the
different sections.

While the step (1) is done just once per each fit, the steps (2) and
(3) are recursively repeated until the minimisation algorithm finds the
minimum for the NLL. Most of the computation time (∼ 81%) is spent
to calculate the likelihood. Note that the time between two consecutive operations is relevant (as highlighted in the zoomed spot). This
behaviour is associated to the fact that the single process can carry out
the operations’ chain (including data transfer, CPU computation and
GPU computation) sequentially. Thus while transferring the data or
running the minimisation the GPU has to wait until it is called back
again by the process. This explains the GPU occupation level well
below the 100%.
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4.4

From single process to multiple processes: MPS
for GPU

In order to fully exploit the GPU capabilities it is desirable to run
more than a single process on the GPU. One solution to enhance the
computational performances while running the MC toys is provided
by NVIDIA by means of the Multi-Process Service(MPS) tool [40].
The MPS runtime architecture is designed to transparently enable cooperative multi-process CUDA applications, thus allowing CUDA kernels to be processed concurrently on the same GPU. This can benefit
performance when the GPU compute capacity is underutilised by a
single application process. This software interposes a server process
between the single process and the GPU itself. Whenever more processes than a single process are started, they establish a connection
with this MPS server (if previously activated) that behaves as a scheduler handling the core access and managing their memory. Thus while
a process is not exploiting the GPU, for instance because it is copying some data through the memory, the server allows another process
to carry out its computation. Consequently the time gaps previously
spotlighted are filled and the GPU occupation level approaches 100%
by increasing the number of concurrent processes. Figure 4.12 shows a
snapshot of the profiler analysis when using MPS and a much crowded
process stream can be appreciated. Simultaneously the GPU monitoring shows about a 100% use level with 16 concurrent processes. It must
be noted that the MPS can manage at most 16 processes for a single
GPU. The profiler tool let the user to visualise only the single process
stream in a list (e.g. Default-24800 to Default-24912) and it does not
display the sum of all the running streams.
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Figure 4.12: Example of a profiling result obtained by nvvp command monitoring 16 concurrent GooToyMC processes running with NVIDIA MPS.

Figure 4.13: Snapshot of the results obtained with nvidia-smi command
when 16 concurrent GooToyMC jobs are running on a single GPU with
NVIDIA MPS activated. Note that the average GPU-utilisation is approximately 100%.
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4.5

Multiple processes timing performances: MPS
and PROOF-Lite

In the previous section we have shown that we can run more concurrent CUDA processes. Thus in order to perform a valid comparison
between multiple GooFit processes run via MPS and the equivalent
ROOT/RooFit, we have decided to use PROOF-Lite [3] that is an extension of ROOT enabling interactive analysis of large sets of events
in parallel on many-core machines. When launched, PROOF selects
one of the cores as the Master client which starts a set of Workers.
The Master parses client requests and distributes the jobs among the
Workers and once the process is concluded it merges the results. In the
case under study the single event is represented by the single pseudo
experiment and the single Worker perform the nine fits cycle (the null
hypothesis and the eight alternative hypothesis fits) when the event is
passed to it by the Master.
4.5.1

Speed-up with MPS for GPU(s)

In this section the performances results relative to the use of MPS
on both NVIDIA boards at disposal, compared to a single running process, are going to be presented. Up to nmax = 16 (intrinsic limit for
the MPS per single GPU) concurrent processes were launched for this
purpose. Each process generates 5,000 pseudo-experiments and follows
the standard fitting procedure and it is bound to use exclusively one
assigned CPU (setting task affinity with the command taskset[41])
and the single GPU. The figure-of-merit of the timing performances is
the speed-up defined as:
Sn =

T1
(Tn /n)

1 ≤ n ≤ nmax = 16

(4.4)

where T1 it the single process time and Tn is the time employed by
n concurrent processes (from T2 up to T16 ). Note that n concurrent
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processes produce N = n × 5, 000 pseudo-experiments whereas the single process produces 5,000 of them; this explains the reason why Tn is
divided by n in the speed-up definition since the purpose is to compare
how much time is needed for n processes to generate and fit 5,000 toys
with respect to the time needed by a single process (T1 ). The results

Figure 4.14: Speed up, as defined in the text, obtained using NVIDIA MPS
on both TeslaK20 and TeslaK40 for two different cases: 5000 MC Toys and
15000 MC Toys.

(speed-up as a function of n that is the number of independent processes
per single GPU) are showed in Figure 4.14. for both the TeslaK20 and
TeslaK40 NVIDIA. The speed-up shows a kind of saturation behaviour
for both the GPUs. This is somehow expected since the single process
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occupies about the 65 ÷ 70% of the GPU computing capability. Moreover also the result that the TeslaK40 speed-up is slightly better than
that for TeslaK20 is expected for the same reason (the former has more
cores than the latter - see Section 1.7). Another observation is that the
the speed-up curve (by point interpolation) even if departing from the
bisecting line that represents the perfect proportionality (scaling behaviour) still increases when n increases. This can be explained by the
fact that the MPS is performing a sort of smart load balancing and an
efficient resources’ sharing among the concurrent processes (this can
be somehow understood having in mind the profiling result shown in
Figure 4.12).
In Figure 4.14 it is also shown the speed up behaviour in case the
single process produces 15000 instead of 5000. The speed up does
not change with the number of MC toys and thus time scaling with
the number of pseudo experiments is rather perfect. The speed-up
behaviour for the case a single process produces 15,000 toys instead
of 5,000 is presented as well. The speed-up doesn’t change with the
number of MC toys and the scaling can be assumed rather perfect.
Since on the TeslaK20 board there are two identical GPU chipsets
it is possible to test also the scaling behaviour while running on both
GPUs with respect to on a single GPU. For this purpose the concurrent processes with 15,000 toys, each of them bound to use only one
assigned CPU and one GPU, were divided into two groups; each group
is assigned to one of the two GPUs and includes up to nmax = 16
processes. Figure 4.15 shows that the scaling between the two cases is
rather perfect; in other words, in the same period of time (1 hour) the
amount of pseudo-experiments produced with two GPUs is about twice
the amount produced by one GPU. This can be better appreciated in
the bottom plot of Figure 4.15 where the ratio between the number of
toys produced in one hour by two GPUs and one GPU is reported as
a function of the number of concurrent process per single GPU (this
number is the same for both GPUs when running on both of them).
As a result it can be stated that the two GPU chipsets hosted on the
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same board are completely independent and there is no interference
when both are working.

Figure 4.15: Top plot: comparison between the number of MC Toys produced
in one hour using one GPU (red) and two GPUs (green) on the TeslaK20
board. Bottom plot: ratio (extracted from top plot) between the number of
MC Toys produced in one hour with two GPUs and the number produced
with one GPU, as a function of the number of concurrent processes.
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4.5.2

Speed-up with PROOF-Lite for CPUs

The results obtained for PROOF-Lite performances will be presented in this section. Two sets of 5,000 and 15,000 pseudo-experiment
respectively were generated and stored in a Root file given as input to the PROOF-Lite macro which implements the standard 9-fits
procedure with RooFit. This application have been launched many
times while varying the number of Workers used from nw = 1 (corresponding to a single core RooFit job) to nw = 32(40) for the TeslaK20(TeslaK40), thus reaching the maximum number of workers available on both servers.
Again, the figure-of-merit is a speed-up quantity defined as
Snw =

T1
(Tnw )

1 ≤ nw ≤ nmax = 32(40)

(4.5)

where Tn is the time employed to fit 5000 or 15000 toys with nw workers.
The results (Sn as a function of nw ) are reported in Figure 4.16 from
which it can be observed that:
• the speed up scaling with the number of MC toys is rather perfect.
this reasonably allows us to extrapolate the elapsed time for a
huge number of MC toys.
• the speed up increases about linearly up to 8 workers, but then
shows a kind of saturation behaviour. This is probably due to
the fact that the CPU cores on the cards are divided into groups
sharing L1 and L2 cache: when increasing the number of working cores they fill the fast cache memories and then some of the
Workers have to rely on the main memory and this slows down
the fitting process. Other explanations for this behaviour can be
considered. The PROOF-Lite saturation behaviour may be likely
due to the Master scheduling capability. Moreover, we have 16
physical hyperthreading-capable cores on the TeslaK20 board and
20 on the TeslaK40. When nw is increased the threads on each
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core may occur to access the same computational resources.
The reported results have been obtained running PROOF-Lite on the
TeslaK40 server (up to nw = 40 Workers). Completely similar results
have been obtained with the TeslaK20 (up to nw = 32 Workers) as it
is shown in Figure 4.17.

Figure 4.16: Speed up, as defined in the text, obtained using PROOF-Lite
varying the number of workers on TeslaK40 for two different cases: 5000 MC
Toys and 15000 MC Toys.
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Figure 4.17: Speed up, as defined in the text, obtained using PROOF-Lite
varying the number of workers on TeslaK20 for two different cases: 5000 MC
Toys and 15000 MC Toys.
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4.6

MPS/GooFit versus PROOF-Lite/RooFit: a performance comparison

At this point it is possible to compare the performances of GooFit
and RooFit in processing the MC toys when running multiple GooFit
processes via MPS tool and ROOT/RooFit ones on multiple cores
through the PROOF-Lite framework. Specifically the comparison setup
when using the TeslaK20 is configured as follows:
1. GooFit: 30 concurrent processes running on two GPUs, each one
running as well on a single CPU (for the minimization step) so
that 30 CPUs are used overall.
2. RooFit: a single macro running on 30 CPUs (Workers) by means
of PROOF-Lite.
The comparison result is presented in Figure 4.18.

Figure 4.18: Comparison for the elapsed time employed with the TeslaK20 in function of the number of MC toys generated between: GooFit running 30 concurrent
processes with MPS on two GPUs (green) and PROOF-Lite running on 30 workers/CPUs (red). In black an extrapolated point corresponding to the production
with the TeslaK20 of ∼ 4M of MC toys in ∼ 2 days.
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As an indicative reference, in order to produce 105 toys less than
one hour is needed for two GPUs (plus 30 CPUs) against about two
days for 30 CPUs only. The speed-up results associated to three possible configurations are shown in Figure 4.19; the configurations are
explained in the caption. For the main configuration described above
the gain is about ∼ 45.

Figure 4.19: Speed-up comparisons in function on the number of MC toys
produced. Blue: 16 concurrent GooFit processes with MPS on two GPUs
compared to a single GooFit process on a single GPU. Red: PROOF-Lite
process with 30 workers/CPUs compared to a single worker/CPU RooFit
process. Green: 30 concurrent GooFit processes with MPS compared to
PROOF-Lite process with 30 workers/CPUs.
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A similar performance comparison has been carried out for the TeslaK40 server. Considering the fact that there is only one GPU chipset
on this server, a fair comparison can be performed running 16 concurrent GooFit processes on this GPU and a single RooFit/PROOF-Lite
macro exploiting 16 Workers simultaneously. The results in this configuration are presented in Figure 4.20. It can be appreciated that
TeslaK40 chipset is performing better than the TeslaK20 one, as expected. The gain here is increased to about 60 as can be seen from
Figure 4.21 where the comparisons are provided for other three configuration (explained in the caption). The gain when using TeslaK40
chipset instead of the TeslaK20 one is about 1.5.

Figure 4.20: Comparison for the elapsed time employed in function of the
number of MC toys generated between: GooFit running 16 concurrent processes with MPS on the TeslaK20 (green), GooFit running 16 concurrent
processes with MPS on the TeslaK40 (red), PROOF-Lite running on 16
workers (red)
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Figure 4.21: Speed up comparisons in function on the number of MC toys
produced. Blue: 16 concurrent GooFit processes with MPS on the TeslaK40 compared to 16 concurrent GooFit processes with MPS on the TeslaK20. Red: 16 concurrent GooFit processes with MPS on the TeslaK40
compared to PROOF-Lite process with 16 workers/CPUs. Green: 16 concurrent GooFit processes with MPS on the TeslaK20 compared to PROOF-Lite
process with 16 workers/CPUs.

4.7

∆χ2 distribution with GooFit

From the performance studies discussed in the previous section it is
possible to produce, with GooFit, 7M of MC toys in 190,000s (about
two days) by using both the servers available (TeslaK20 and TeslaK40),
instead of producing, with RooFit via PROOF-Lite the same amount
of pseudo-experiments in one month (estimate by extrapolation), by
using all the CPUs hosted by the mentioned two servers.
In Figure 4.22 the most populated ∆χ2 distribution available by the
time of the official release of the final version of this thesis is presented.
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It is based on ∼ 43M toys produced in 13 days. Note that only one
fluctuation out of 43 millions was found to be characterised by a ∆χ2
value ≈ 56.9 beyond the value extracted from the data (∆χ2 ≈ 53,
see Section 2.5). This fluctuation is reported in Figure 4.23 and has
∆χ2 ≈ 56.9.

Figure 4.22: Most populated ∆χ2 distribution obtained with GooFit MC
Toys procedure.
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Figure 4.23: Pseudo-experiment, generated within the GooFit MC toys’ procedure, characterized by having the highest ∆χ2 value (≈ 56.9) over 43M of
phase-space background-only fluctuations.
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Chapter 5

Monte Carlo simulations :
statistical studies
Some statistical methods that can be used to evaluate the statistical
significance of a signal were revised in Chapter XXXX. In the following we will try to apply these methods to the case under study. The
physical observable, denoted by x, is the invariant mass of the J/ΨΦ
system and the two alternative hypotheses are:
• H0 : three bodies phase space background only :
f (x|H0 ) = fbkg (x) ∼
q
(x + m1 )4 + m41 + m42 − 2(x + m1 )2 m21 − 2m22 m22 − 2(x + m1 )2 m21 )
q
× M 4 + (x + m1 )4 + m43 − 2M 2 (x + m1 )2 − 2M m3 − 2(x + m1 )2 m23
×

1
x + m1

(5.1)

where m1 = 3.0967 GeV ≡ mJ/Ψ , m2 = 1.01946 GeV ≡ mΦ ,
m3 = 0.493677 GeV ≡ mK + and M = 5.279 GeV ≡ mB + .
• H1 : addition of a three bodies phase space background and a
Voigtian signal, i.e. a non relativistic Breit Wigner convoluted
with a fixed resolution Gaussian with width σ = 2 M eV :
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(x−m)2
1
−
2σ 2
⊗
e
(x − m)2 + (Γ/2)2
whose strength is regulated by the parameter µ:

fsig (x) ∼

f (x|H1 ) = µ fsig (x) + fbkg (x)

5.1

(5.2)

(5.3)

MC toy studies with a single parameter of interest

Let us suppose initially a single parameter of interest as in the Section 1.5 and later we will consider the other parameters, namely the
peak mass mY and the B.W. width ΓY , that initially we consider fixed
to the values found in [2], m0 = 1051.4 M eV and Γ0 = 30 M eV .
Our Monte Carlo toy simulations are set up as follows. We generate
a mass spectrum based on the three bodies phase space function only
(5.1); with reference to the notation adopted in Section 1.5, the signal
strength true value for the simulated data is µ0 = 0. Then the distribution is fitted with the phase space model only (µ = 0) and from this
ˆ
we calculate L(0, θ̂(0)).Afterwards the H1 fit is performed fixing mY
and ΓY and so L(µ̂, θ̂) is evaluated where µ̂ is the value for the signal strength parameter estimated from the data under H1 ; this will be
carried out in two cases: 1) constraining µ̂ to be non negative (Section
3.1.1) or 2) unconstrained µ̂ (Section 3.1.2).
5.1.1

Constrained signal strength (µ̂ ≥ 0): q0 test statistic

By constraining µ̂, from (3.34) we can compute q0 depending on the
specific µ̂ found by fitting the specific generated distribution. Figure
5.1 is an example of the fit to a single generated distribution. The
procedure of generating a new mass spectrum fluctuation and computing a different value for q0 is repeated a huge number of times (∼ 5
millions in 5.2) and thus we can build the distribution for q0 and we
can compare it with the asymptotic behaviour predicted by the theory,
namely (3.46).
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Legend

GooFit n.0

Signal + Bkg Fit
Bkg Only Fit
Toy MC Data

Sig Fract = 1.5838e-02 ±5.6860e-03
Γ = 0.03000 ±0.00000
σ = 0.00200 ±0.00000
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Mean = 1.05140 ±0.00000
Χ sig = 40.83 Χ bkg = 51.31 ∆Χ =10.473
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Figure 5.1: example of a single distribution generated and fitted with mY ≡
m0 = 1.0514 GeV and ΓY ≡ Γ0 = 0.030 GeV fixed.

By fitting the q0 histogram obtained from the MC toys procedure
it is evident that the distribution agrees approximately with the model
predicted by the theory (equation (3.46)) (see the pull distribution in
Figure 5.2). The fit is executed via ROOT/RooFit performing bin
integration and the fit model is obtained adding a chi square p.d.f.
(defined in RooChiPdf [45]) to a delta function (RooUniformThresh),
details can be found in Appendix B. Indeed it is remarkable that both
the signal fraction ( fchi = 0.5090 ± 0.0002) and the number of degrees
of freedom (ndof = 1.1636 ± 0.0006) estimated from the distribution
approach the values predicted, namely 0.50 and 1.0. Moreover the
reduced chi square of the fit is rather good: χ̃2N ' 1.34. However the
agreement is not perfect especially approaching zero. We ascribe these
differences to some key factors:
1. In the procedure implemented, in order to reproduce the studies
done in [46] and [2], we compute, instead of the likelihood ratio,
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Figure 5.2: Top plot: ∆χ2 distribution obtained with ∼ 5M toys, fitted as
described in the text. Bottom plot: pull distribution obtained comparing
the data and the fitting p.d.f.

the ∆χ2 = χ20 − χ21 where χ20 is the chi square computed from
background-only H0 fit and χ22 is computed from H1 fit. As stated
in (3.50), the ∆χ2 and the likelihood ratio should give the same
result. However this assumption is not entirely valid for our finite
mass spectrum, where not all the bins have always enough content
(nbin ≥ 5); in particular this happens to the first bin for some
random fluctuations.
2. In (3.46) one of the components of the p.d.f. is a delta function
at zero; instead in the fit we approximate it with a uniform step
function with finite width equal to the bin width chosen to be
0.001 (see Figure 5.3). Obviously this compromises the goodness
of fit in the region close to zero.
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3. Furthermore the problems around the region close to zero (see
Figure 5.4, bottom plot) are enhanced by the fact that the possible
computational errors due to bin integration are more relevant for
small ∆χ2 values since they are relatively greater. As a matter
of fact if we exclude the zero area, selecting e.g. ∆χ2 ≥ 0.5, the
reduced chi-square becomes approximately χ˜N 2 ' 1.05.
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Figure 5.3: Uniform step function approximation for δ function

Figure 5.4: Same plots as in Figure 5.2, now presented in a sub-range close
to zero. Top plot: ∆χ2 distribution obtained with ∼ 5M toys, fitted as
described in the text. Bottom plot: pull distribution obtained comparing
the data and the fitting p.d.f.
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It is interesting to show the results of the procedure when instead
of the ∆χ2 = χ20 − χ21 we actually compute the profile likelihood ratio as
defined in (3.27) for the identical MC toys. As shown in Figure 5.2, the
agreement between the MC pseudo data and the theory equation (3.46)
is remarkable. Moreover, quoting the reduced chi-square χ̃2N (LR) =
0.992, it is evident that the agreement is even better than the one
obtained fitting the ∆χ2 distribution (χ̃2N = 1.34). Nevertheless we
still get some discrepancies close to zero (see Figure 5.5 bottom plot
and Figure 5.5 bottom plot).

Figure 5.5: Top plot: profile likelihood ratio distribution obtained with ∼
5M toys, fitted as described in the text. Bottom plot: pull distribution
obtained comparing the data and the fitting p.d.f.
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Figure 5.6: Same plots as in Figure 5.5, now presented in a sub-range close
to zero.Top plot: profile likelihood ratio distribution obtained with ∼ 5M
toys, fitted as described in the text. Bottom plot: pull distribution obtained
comparing the data and the fitting p.d.f.

5.1.2

Unconstrained signal strength µ̂: t0 test statistic

It is worthty to compare the results in [33] also for the test statistic
t0 when the signal strength µ̂ estimated from the data is not constrained
to be positive. In this case Wilks’ theorem holds and the t0 distribution should follow a chi-square distribution for one degree of freedom
expressed by equation (3.40).
Following the same MC toys procedure previously described we obtain interesting results. We have compared again both profile likelihood
ratio and ∆χ2 MC distributions:
• ∆χ2 distribution : as we see in Figure 5.7, the histogram approx106

imates a one degree of freedom chi-square p.d.f. : ndof = 1.146
with a χ̃2N = 1.94 for the fit; also here the fit shows tolerable
issues while approaching zero, similarly to Figure 5.5.

Figure 5.7:

Top plot: ∆χ2 distribution obtained with ∼ 5M toys, fitted

as described in the text. Bottom plot: pull distribution obtained comparing
the data and the fitting p.d.f.
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• Profile likelihood ratio distribution : the agreement is rather better than the ∆χ2 since we obtain ndof = 1.014 and χ̃2N = 0.749
(see Figure 5.8)

Figure 5.8: Top plot: Likelihood ratio distribution obtained with ∼ 5M
toys, fitted as described in the text. Bottom plot: pull distribution obtained
comparing the data and the fitting p.d.f.
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5.2

MC toys studies with more than on parameter
of interest

In Section 2.6 we have introduced the generalisation of the results
of Section 2.5 to the case of more than one parameters of interest. In
this section we want to perform the same studies described in previous
section to our case under study (m and Γ no more fixed). Let us recall
that in the fitting procedure the alternative hypothesis H1 assumes
that: [46]:
• signal strength µ non negative;
• peak mass m ∈ [1.0377, 1.0557] which is the range within 3σ of
the CDF’s decay parameters[1];
• Breit Wigner width Γ in the range of 10 M eV (half bin width)
and 80 M eV (up to the middle of the two structure in the J/Ψ
mass spectrum in the data, see Figure 2.3);
• the Gaussian resolution σ fixed to 2 M eV
Therefore we now face a new situation with m and Γ floating. Following the discussion in [37] we are going to study the ∆χ2 (or equivalently
−2lnλ likelihood ratio) distributions either leaving free all the parameters in the fit or fixing the values of m and Γ found by fitting the
CMS data (the latter case for comparison purposes only). Furthermore we will distinguish between the case in which the signal strength
is constrained to be positive and the one in which it is not limited.
Thus six hypotheses have been taken into account (after neglecting the
uninteresting case in which only Γ is fixed):
• H1 : the case under study as described above, namely m and Γ
free and µ̂ ≥ 0;
• H2 : both m and Γ are free parameters and µ̂ is unconstrained;
• H3 : m is fixed to 1051.5 M eV , Γ is a free parameter and µ̂ ≥ 0;
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• H4 : m is fixed to 1051.5 M eV , Γ is a free parameter and µ̂ is
unconstrained;
• H5 : m is fixed to 1051.5 M eV , Γ is fixed to 30 M eV and µ̂ ≥ 0;
• H6 : m is fixed to 1051.5 M eV , Γ is fixed to 30 M eV and µ̂ is
unconstrained.
The alternative hypotheses H5 and H6 have already been studied
in the previous section and will be considered for comparison purposes
only. The comparison of H1 to H6 is performed using the same ∼ 2M
of MC toys. In the Figure 5.9 the different ∆χ2 distributions associated
to the six cases are presented.
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Figure 5.9: Distributions comparison for the six hypotheses obtained with
∼ 2M toys.
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In Figure 5.10 the same six distributions are presented but focusing
on the region close to zero.
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Figure 5.10: Distributions comparison for the six hypotheses obtained with
∼ 2M toys. Top plot :range from 0.0 and 9.0. Top plot :range from 0.0 and
1.0. Top plot :range from 0.0 and 0.5.
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In Figure 5.11 the two distributions for each pair differ by µ̂ being
constrained or not.

Figure 5.11: Distributions comparison for hypotheses differing for the six
hypotheses discussed in the text. Top plot : H5 and H6 . Middle plot: H3
and H4 . Bottom plot: H1 and H2 .
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Mean
Params

µ̂ ≥ 0

µ̂ unconstrained

m, Γ fixed

0.6069

1.007

Γ fixed

0.8191

1.201

Free

1.107

1.905

Table 5.1: Comparing distributions mean values for different parameter configurations

A first clue on the role played by releasing or constraining the parameters as described in the six options can be obtained by the mean
of the binned distributions reported in Table 5.1 (approximately representing the number of degrees of freedom of the χ2 distribution). It is
evident that constraining the signal strength to be non negative lowers
the mean with respect to the corresponding unconstrained case (since
the role of the δ function at zero is enhanced). Moreover the higher is
the number of floating parameters the higher is the mean of the histogram as expected by the fact that the number of degrees of freedom
is increasing.
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5.2.1

∆χ2 distributions’ fits

Let us now perform the ML fits of the six ∆χ2 distributions by
using a fit model with a chi-square p.d.f. only avoiding the region close
to zero. The choice of the lower value of the fitting range is guided
by the pull behaviour: we require the bin by bin pulls to be within
the interval [−3; +3]. The six fits as described before are presented in
figures from Figure 5.12 to Figure 5.17.

Figure 5.12: H1 alternative hypothesis : width Γ free, mass m free and signal
strength µ̂ ≥ 0. Top left plot : ∆χ2 MC toys distribution fitted with a chisquare function. Bottom left plot: pull distribution obtained comparing the
data and the fitting p.d.f. Right plot: the same distribution represented in
the top left plot in log-log scale.
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Figure 5.13: H2 alternative hypothesis: width Γ free, mass m free and signal
strength µ̂ unconstrained. Same plots as Figure 5.12.

Figure 5.14: H3 alternative hypothesis: width Γ fixed, mass m free and
signal strength µ̂ ≥ 0. Same plots as Figure 5.12.
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Figure 5.15: H4 alternative hypothesis: width Γ fixed, mass m free and
signal strength µ̂ unconstrained. Same plots as Figure 5.12.

Figure 5.16: H5 alternative hypothesis: width Γ fixed, mass m fixed and
signal strength µ̂ ≥ 0.Same plots as Figure 5.12.
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Figure 5.17: H6 alternative hypothesis: width Γ fixed, mass m fixed and
signal strength µ̂ unconstrained. Same plots as Figure 5.12.

n̂d.o.f.
Params

µ̂ ≥ 0

µ̂ unconstrained

ν0

ν

Fixed

1.59

1.06

1

1

Γ fixed

2.26

1.44

2

1

Free

2.80

1.85

3

1

Table 5.2: Comparing distribution mean for different parameter configurations

In Table 5.2 we have reported the estimated number of degrees of freedom n̂d.o.f. for the chi-square function model in the six cases, compared
to : 1) the ν d.o.f. related to the parameters of interest shared between
the null and the alternative hypotheses; 2) the ν 0 d.o.f. related to all
the free parameters of interest defined for the alternative hypothesis
(recalling the notation adopted in Section 3.6). From the Figures from
5.12 to 5.17 and Table 5.2 we can try to do some observations:
1. letting more parameters to float implies that the number of degrees of freedom increases as expected. Thus, even if these cases
do not meet the requirements of [33], [35] and [36], the asymptotical distribution of the ∆χ2 test statistic build with MC toys still
keeps some trace of the degrees of freedom difference between H0
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and the alternative hypotheses.
2. Constraining the signal strength to be non negative increases the
number of degrees of freedom found by the fit. This is a consequences of the presence of an enhanced delta function at zero.
The latter implies that some of the bins in the tail of the distribution have lower content than expected. Thus, because of this
effect, the slope of the chi-square p.d.f. on the tail is smoothed
and then the number of degrees of freedom estimated from the fit
is higher.
3. The number of degrees of freedom estimated n̂d.o.f. when µ̂ is
unconstrained is somewhere in between ν and ν 0 as previously
stated in Section 3.6 and in [37].
In conclusion we have shown that the procedure we have set up to
estimate the local significance of a signal meets the theory’s predictions
when the applicability requirements described in [35][33][36] are met.
In the latter cases both MC toys and asymptotical analytical distributions result in a χ2 or a in a mixture of a χ2 and a δ function. On
the other hand in cases such as the one under study, when some free
parameters are present only in the alternative hypothesis, the results
from [33],[35] and [36] are not applicable. Therefore the only accurate
way to estimate precisely the P-value and the related significance is to
produce a large number of MC toys, fit their distribution and extract
the test statistic distribution with a procedure analogous to that we
have outlined. Furthermore we have shown that the distributions for
the test statistic behave still keeping somehow trace of the degrees of
freedom alternative hypothesis.
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Conclusions
The results presented in this work demonstrate the potentialities
of GPU computing applied to the data analyses in HEP field. As discussed in Chapter 4, the timing performances of a GPU board belonging to an enough new generation (such as the TeslaK20 or TeslaK40)
behave much better than those obtainable by implementing exactly the
same analysis procedure and exploiting only the computation capabilities of CPUs hosted on a multi-core server.
The specific use case deals with the evaluation of the statistical
significance of the (eventually exotic) observed structure close to the
kinematical boundary of the J/ψφ invariant mass in the 3-body decay
B ± → J/ψφK ± . For this purpose an high-statistics Toy Monte Carlo
technique implemented both in ROOT/RooFit and GooFit frameworks.
The optimized GooFit application running on GPUs provides striking
speed-up performances with respect to the "traditional" RooFit application even parallelised on multiple CPUs by means of the PROOF-Lite
tool.
An amount of about 40M of pseudo-experiments has been produced
in 12 days with GooFit, whereas about 3 months would have been
needed with the standard RooFit/ROOT CPU based application. The
reached speed up - while comparing 30(16) concurrent GooFit processes and a ROOT/RooFit/PROOF-Lite process with 30(16) workers
(CPUs) - is ∼ 45(60) for the TeslaK20 (TeslaK40) server. It must
be noticed that the ROOT/RooFit framework is nowadays the most
widely used tool and is considered the standard software package in
HEP data analysis [39].
119

By means of the used application it has been also possible, as documented in Chapter 5, to explore the behaviour of a likelihood ratio test
statistic in different situations in which the Wilks theorem may apply
or does not apply because its regularity conditions are not satisfied.
The Toy MC procedure to assess the statistical significance of a new
(unexpected) physical signal, obtained by using GooFit on GPUs, aims
to become the standard tool in future CMS exotic quarkonia analyses.
With reference to this possibility this thesis is a pioneering work and
will be certainly turned out into an internal CMS Analysis Note.
On the other hand, it is important to stress the fact that the case
under study, i.e. the study and evaluation of the statistical significance
of a structure in the J/Psi Phi system for the B ± → J/ψφK ± decay ,
is just an example of the wide range of field of applications of heterogeneous GPU/CPU computing in the HEP context. Purely serial and
CPU based programming is restlessly loosing its appeal and is slowly
surrendering to parallel oriented accelerated computing. The physical
limits that prevent the increase of CPU clocks, the relatively limited
costs of GPUs and their massive number of cores that provide an high
computational capability, are all concurring factors that are gradually
spreading the graphical processors in the scientific and technological
research field: from statistical and financial modelling, to molecular
simulations, from seismic processes analysis to medical imaging [47].
Obviously these results come with a price: the porting of serial codes
to CUDA standards. However this seems to be a reasonable effort
compared to the results that can be obtained and it is likely that the
forthcoming years may show a gradual migration towards GPU computing.
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Appendix A

Chi-square and likelihood ratio
in large sample limit
In a typical point estimation problem a model parameter having
a true value θ should be estimated from the real data. In the large
sample limit the p.d.f. g(θ̂, θ) of the maximum likelihood estimator θ̂
p.d.f. g(θ̂; θ) can be considered Gaussian,
1
exp
g(θ̂, θ) = √
2πσθ̂2

−(θ̂ − θ)2
2σθ̂2

!
(A.1)

Moreover the likelihood function itself becomes Gaussian and is centred
about the maximum likelihood estimate θ̂:
−(θ − θ̂)2
2σθ̂2

L(θ) = Lmax exp

!
.

(A.2)

The argument of the exponential function in A.2 can be readily substituted with the χ2 function for one parameter estimation [28]:

L(θ) = Lmax exp −χ2 /2
(A.3)
Assume to perform two different fits on the same data. This implies
that Lmax is the same for the two estimations since it depends only on
the data distribution [28]. The the log likelihood functions for the two
fits become:
ln(L1 ) = ln(Lmax ) · (−χ21 /2)

,

ln(L2 ) = ln(Lmax ) · (−χ22 /2) (A.4)
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and thus

∆ln(L) = ln(L2 ) − ln(L1 ) = − χ22 /2 − χ21 /2

(A.5)

that is exactly the result we have reported in equation 3.50
∆χ2 = −2∆ln(L)
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(A.6)

Appendix B

Bin integration
GooFit doesn’t still provide the user with the possibility of performing a binned fit using the integral of function in a bin, normalised by
the bin volume, instead of the value at bin centre. Given the characteristics of the signal under study (steep function over very few bins) it
is mandatory to implement the bin integration within the framework
using the Gaussian quadrature formulae [48]. A quadrature rule is an
approximation of the definite integral of a function, usually stated as a
weighted sum of function values at specified points within the domain
of integration. The gaussian quadrature defined over the standard domain from -1 to 1,makes use of the following approximate intregation
rule:
Z

1

f (x) dx ≈

n
X

−1

ωk f (xk )

(B.1)

k=1

The derivation of the positions xk of the sample points and the weights
wk is based on Legendre polynomials. The Legendre polynomials Pn (x)
are an nth-order polynomials as a function x, solutions of the differential equation:


d
2 d
(1 − x ) Pn (x) + n(n + 1)Pn (x) = 0
(B.2)
dx
dx
The values for the xk and the wk as a function of the the number
n of nodes can be easily found (see[49] or [50]). Then the integral over
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Nodes xk

Weights wk

±0.0950125098376374401853193

0.1894506104550684962853967

±0.2816035507792589132304605

0.1826034150449235888667637

±0.4580167776572273863424194

0.1691565193950025381893121

±0.6178762444026437484466718

0.1495959888165767320815017

±0.7554044083550030338951012

0.1246289712555338720524763

±0.8656312023878317438804679

0.0951585116824927848099251

±0.9445750230732325760779884

0.0622535239386478928628438

±0.9894009349916499325961542

0.0271524594117540948517806

Table B.1: Gaussian-Legendre nodes and weights for 16th order

an interval [a, b] is calculated by changing its integration boundaries to
[−1, 1]. The change of interval is carried out with
Z

b

a

b−a
f (x) dx =
2

Z

1

f(
−1

b−a
b+a
x+
) dx
2
2

(B.3)

and then the approximate Gaussian rule can be written as:
Z
a

b

n

b−aX
b−a
b+a
f (x) dx ≈
ωk f (
xk +
)
2 k=1
2
2

(B.4)

By means of this Gaussian-Legendre integration rule, the evaluation of an integral over an interval is reduced to the weighted sum of
the values assumed by the function at fixed points. In Table B.1 the
computed values of xk and wk for 16 nodes [49] are reported.
he integration procedure has been implemented using a 16 nodes
rule since it seems to be a good balance between precision and computational workload.Indeed in Table B.2 the results of a preliminary study
carried out in order to chose the right number of nodes are reported.
This table reports the comparison between the result of the Gaussian
quadrature with the result extracted by ROOT integration libraries.
From the computational workload point of view for each extra node
the p.d.f. function should be evaluated one extra time for each bin (28
bins in total).
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Maximum relative

Average relative

difference on single bin

difference on single bin

4

6.952 · 10−4

1.3309 · 10−4 ± 8.349 · 10−5

8

6.044 · 10−5

2.032 · 10−5 ± 6.983 · 10−6

16

4.196 · 10−6

1.041 · 10−6 ± 5.432 · 10−7

32

2.543 · 10−6

9.041 · 10−7 ± 1.041 · 10−7

n. of nodes

Table B.2: Integration on a single bin differences between ROOT and the
Gaussian procedure implemented in our code.
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Appendix C

Code repository
The present appendix is meant to be a repository for some extracts
of the code used to implement the Toy MC procedure with CUDA.

C.1

GooToyMC

The most relevant parts of the main code used to implement the Toy
MC procedure (described in Chapter 4) are presented in the following
two subsections
C.1.1

Declarations and initialisations

In the Listing C.1 the beginning of the code with the declaration of
the observables and the parameters of the fit is presented. Within this
part of code the physical parameters ranges (mass, B.-W. width, signal
fraction) and some fixed values (Gaussian resolution) are defined. Note
that with the preprocessor directives it is possible to fix or release any
parameter (e.g. GAMMAFIX directive fixes the BW width to the value
found in the original paper fit [2]).
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Listing C.1: GooToyMC.cu - Variables setting and parameters definition
int main(int argc, char** argv) {
//INPUTS
int events=2342;
int iter = atoi(argv[1]); // Number of iterations
//VARIABLE AND
Variable* xvar = new Variable("Mass",1.02,0.001,1.008, 1.568);
xvar->numbins = 28;
. . .
////////////////////////////////////////////////////////////////////////////////////
//PHYSICAL PARAMETERS//
float MassStart = 1.0467 - 0.003*3.0;
float MassEnd = 1.0467 + 0.003*3.0;
float GammaStart = 0.01; //0.0017;
float GammaEnd = 0.08;
. . .
////////////////////////////////////////////////////////////////////////////////////
//DATASETS//
BinnedDataSet data(xvar);
//PHYSICS
#ifdef GAMMAFIX
Variable *Gamma = new Variable("Gamma",GAMMAFIX);
#elseif
Variable *Gamma = new
Variable("Gamma",0.0150,0.00001,GammaStart,GammaEnd); #endif
#ifndef MEANFIX
Variable *Mean = new
Variable("Mean",1.040,0.0001,MassStart,MassEnd); #elseif
Variable *Mean = new Variable("Mean",MEANFIX); #endif
Variable* Sigma = new Variable("Sigma", 0.002);
//SIGNAL FRACTION//
#ifdef NEGSIG
Variable *sFrac = new Variable("fSig",0.,0.001,-NEGSIG,NEGSIG);
#elseif
Variable *sFrac = new Variable("fSig",0.,0.001,0.0,0.25); #endif
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C.1.2

Distribution generation

In Listing C.2 the Hit or Miss procedure adopted to carry out the
event generation is reported: the GooFit framework still does not support the generation of events based on a p.d.f. Let us suppose to generate a set a set of data distributed as a p.d.f. f (x) within the range
[a; b] and let us fix the value fsup greater than the maximum value for
f within [a; b] (see Figure C.1). The Hit or Miss procedure consists in
the following steps :
1. The value x0 of the variable x (xvar->value in the code in Listing
C.2) is randomly chosen (i.e. with uniform distribution) within
the interval of definition of the function.
2. The value f (x0 ) of the p.d.f. is computed (background in the
code).
3. Then a random value (roll in the code) is chosen uniformly in
the interval [0; fsup ]
4. Then if roll is found to be greater than f (x0 ) (background)
the x0 value is discarded and the iteration is repeated (see the
continue call in the code) from step 1. On the other hand if
roll≤f (x0 )(background) then x0 value is inserted in the dataset
and the single event is considered generated.
5. The procedure from 1 to 4 is repeated until the number of events
we want to generate is reached (2342 in this case).
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Figure C.1: Hit or miss procedure.

In order to generate a seta of data distributed with the background
shape we had to define the three bodies phase space function (see Listing C.4) outside the main block. The BinnedDataSet is then filled with
the events generated.
Listing C.2: GooToyMC.cu - Generating the events and filling the dataset
//GENERATING EVENTS - HIT & MISS
Double_t roll=0, background=0;
for (int j = 0; j < 2342; ++j) {
xvar->value = donram.Uniform(0.56)+1.008;
background = fondo(xvar->value);
roll = donram.Uniform(10);
if (roll > background) {
--j; continue; }
genHist->Fill(xvar->value);
}
//FILLING THE DATASETS
for (int i = 1; i <= xvar->numbins; ++i) {
data.setBinContent(i-1,genHist->GetBinContent(i)); }
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Listing C.3: GooToyMC.cu - Three bodies phase space function used to generate fluctuations of the background.
//BACKGROUND FUNCTION//
Double_t fondo (Double_t x) {
Double_t ret = (x<1)||(x>2)?

0:(sqrt(pow(x+3.0967,4)+pow(3.0967,4)+pow(1.01946,4)-2*pow(x+3.0967,2)*pow(3.0967,2)
*
sqrt(pow(5.279,4)+pow(x+3.0967,4)+pow(0.493677,4)-2*pow(5.279,2)*pow(x+3.0967,2)
2*pow(5.279,2)*pow(0.493677,2)-2*pow(x+3.0967,2)*pow(0.493677,2))/(x+3.0967));
return ret;
}

The generation of the same background distribution is RooFit is
carried out simply by calling a single function (generate) namely a
method, defined inside the abstract p.d.f. class, that fills the dataset
with events distributed as the specified p.d.f. function.
Listing C.4: RooFit - Three bodies phase space function used to generate
fluctuations of the background.
/////////////////////////////////////////////////////////
//DATA HISTOS &DATASETS
RooAbsPdf *BkgTotalMPdf = new
RooGenericPdf("BkgPdf","BkgPdf","sqrt( pow(X+Jpsi,4) +
pow(Jpsi,4) + pow(phi,4) - 2*pow(X+Jpsi,2)*pow(Jpsi,2) 2*pow(Jpsi,2)*pow(phi,2) - 2*pow(X+Jpsi,2)*pow(phi,2) ) *
sqrt( pow(Bpm,4) + pow(X+Jpsi,4) + pow(Kpm,4) 2*pow(Bpm,2)*pow(X+Jpsi,2) - 2*pow(Bpm,2)*pow(Kpm,2) 2*pow(X+Jpsi,2)*pow(Kpm,2) ) /
(X+Jpsi)",RooArgSet(X,Jpsi,phi,Bpm,Kpm));
//Dataset
RooDataSet* dataSet;
dataSet = BkgTotalMPdf->generate(RooArgSet(X),2342);
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C.2

GooFit custom p.d.f.s

In the next two subsections the ad hoc implementation within GooFit
of the three bodies phase-space and a modified Voigtian fit models functions is presented.
C.2.1

ThreeBodiesPdf

In order to implement the three bodies phase-space background
function a new p.d.f. class for the GooFit framework was written.
The function was implemented according to equation ?? and it
is reported in Listing C.17. Note that this function is not real for
x ≥ 1.688623 and x ≤ 1.01946 aand thus, in order to have a stable
function, the function value is checked with the function isnan defined
in <math.h> library. The latter checks if its argument is a real number
or not.
Listing C.5: ThreeBodiesPdf.cu
EXEC_TARGET fptype device_Three (fptype* evt, fptype* p, unsigned
int* indices) {
fptype x = evt[indices[2 + indices[0]]];
fptype ret = isnan((sqrt( pow(x+3.0967,4) + pow(3.0967,4) +
pow(1.01946,4) - 2*pow(x+3.0967,2)*pow(3.0967,2) 2*pow(3.0967,2)*pow(1.01946,2) 2*pow(x+3.0967,2)*pow(1.01946,2) ) * sqrt( pow(5.279,4) +
pow(x+3.0967,4) + pow(0.493677,4) 2*pow(5.279,2)*pow(x+3.0967,2) 2*pow(5.279,2)*pow(0.493677,2) 2*pow(x+3.0967,2)*pow(0.493677,2) ) / (x+3.0967)))? 0 :
(sqrt( pow(x+3.0967,4) + pow(3.0967,4) + pow(1.01946,4) 2*pow(x+3.0967,2)*pow(3.0967,2) 2*pow(3.0967,2)*pow(1.01946,2) 2*pow(x+3.0967,2)*pow(1.01946,2) ) * sqrt( pow(5.279,4) +
pow(x+3.0967,4) + pow(0.493677,4) 2*pow(5.279,2)*pow(x+3.0967,2) 2*pow(5.279,2)*pow(0.493677,2) 2*pow(x+3.0967,2)*pow(0.493677,2) ) / (x+3.0967));
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return ret; }

C.2.2

VoigtianThreshPdf

The VoigtianPdf is already implemented within the GooFit framework [51]. It is a convolution of a classical Breit-Wigner and a Gaussian
resolution:
Z

∞

P (x; m, σ, Γ) =
−∞

(t−x2 )
Γ
−
2σ 2
e
dt
(t − m)2 − Γ2 /4

(C.1)

The actual implementation is based on a lookup-table interpolation
and Faddeeva [53] function used to perform the convolution of the two
p.d.fs. The constructor takes the observable x, mean m, Gaussian resolution width σ, and Breit-Wigner width Γ. In order to take correctly
into account the kinematical thresholds the Voigtian p.d.f. was truncated in correspondence of the mass values 1.01946. GeV and 1.688623
GeV.
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Listing C.6: VoigtianThreshPdf.cu
. . .
EXEC_TARGET fptype device_Voigtian_Thresh (fptype* evt, fptype* p,
unsigned int* indices) {
fptype x = evt[0];

//Observable

fptype m = p[indices[1]]; //Mean
fptype w = p[indices[2]]; //Width
fptype s = p[indices[3]]; //Sigma
. . .
////////////////////////////////////////////////////////////
// Kinematic Threshold Truncation //
if (x<=1.01946 || x>= 1.688623) return 0;
// Return constant for zero width and sigma
if ((0==s) && (0==w)) return 1;
fptype arg = x - m;
// Breit-Wigner for zero sigma
if (0==s) return (1/(arg*arg+0.25*w*w));
fptype coef = -0.5/(s*s);
// Gauss for zero width
if (0==w) return EXP(coef*arg*arg);
// Actual Voigtian for non-trivial width and sigma
fptype c = 0.707106781187; // 1/root(2)
c /= s;
fptype a = 0.5*c*w;
fptype u = c*arg;
devcomplex<fptype> z(u,a) ;
devcomplex<fptype> v = device_Faddeeva_3(z);
return c*rsqrtPi*v.real; // rsqrtPi = sqrt(Pi)
}
. . .
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C.3

Null hypothesis H0 and alternative hypothesis
H1 fits

As described in Section 1.8(dedicated to the introduction of the
GooFit framework), once the parameters and the p.d.f.s have been declared, the fit setup starts with linking the dataset to the the p.d.f. object (setData method). Then we select the metric with the setFitControl
method. Then the metric is selected with the setFitControl method.
Note that in the selected metric the p.d.f. is evaluated in each bin by integration between of the bin (see Section 4.1.1). Next the FitManager
object is declared and it works as the interface between the the p.d.f.
and the MIGRAD algorithm called with the fit method. The estimated
values of the parameters are then copied back with the getMinuitValues
method. The fit setting for the H0 fit is reported in Listings C.7.
Listing C.7: GooToyMC.cu - H0 fit set up
////////////////////////////////////////////////////////////////
//BKG PDF
////////////////////////////////////////////////////////////////
ThreePdf ThreePdfB("Three Bkg",xvar);
////////////////////////////////////////////////////////////////
////SETTING DATA
ThreePdfB.setData(&data);
ThreePdfB.setFitControl(new BinnedNllFitInt());
////////////////////////////////////////////////////////////////
////PERFORMING THE FIT
FitManager fitterNull(NullPdfPtr);
fitterNull.fit();
fitterNull.getMinuitValues();

The setup for the H1 fit is completely analogous (see Listing C.8).
This time the fit is repeated (at the beginning of each cycle - see Listing
C.9) eight times in order to scan the signal region as discussed in Section
4.1 (see also Table 4.1).
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Listing C.8: GooToyMC.cu - H1 fit set up
////////////////////////////////////////////////////////////////
//BKG PDF FOR SIGNAL FIT
////////////////////////////////////////////////////////////////
ThreePdf ThreePdfS("BkgSig",xvar);
GooPdf* ThreePdfSPtr = &ThreePdfS;
////////////////////////////////////////////////////////////////
////////////////////////////////////////////////////////////////
//SIGNAL PDF
VoigtianThreshPdf PeakPdf("Peak", xvar, Mean,Sigma,Gamma);
////////////////////////////////////////////////////////////////
AddPdf TotalPdfSig("TotalPdf",sFrac,PeakPdfPtr,ThreePdfSPtr,1);
////////////////////////////////////////////////////////////////
////SETTING DATA
TotalPdfSig.setData(&data);
TotalPdfSig.setFitControl(new BinnedNllFitInt());
////////////////////////////////////////////////////////////////
////PERFORMING THE FIT
FitManager fitterSig(TotalPdfSigPtr);
fitterSig.fit();
fitterSig.getMinuitValues();

Listing C.9: GooToyMC.cu - Eight cycles and starting points set up
////////////////////////////////////////////////////////////////
//GAMMA SCANS
for(int gscans = 0;gscans<4;gscans++){
////////////////////////////////////////////////////////////////
//MEAN SCANS
for(int mscans = 0;mscans<2;mscans++){
////////////////////////////////////////////////////////////////
//SETTING STARTING VALUES
Gamma->value=LarghStart[gscans];
Mean->value=MassaStart[mscans];
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C.3.1

P.d.f. evaluation ∆χ2 calculation

We had to implement the procedure to calculate the chi square value
between the fitted p.d.f.s and the data. In order to do this we had to
fill two histograms must to be filled with the model p.d.f.s evaluated
for the best parameters’ estimates, one for the H0 background fit and
one for the H1 signal fit. This needed the implementation of a method,
evaluateAtPointsInt, that fills a vector (e.g. ValsNull in Listing
C.10 and ValsSig in Listing C.11) with the values of the p.d.f. integral
over the data bins.
Listing C.10: GooToyMC.cu - Filling the histogram for the H0 p.d.f.
////////////////////////////////////////////////////////////////
//NULL FIT FILLING HISTOGRAM
////////////////////////////////////////////////////////////////
NullPdfPtr->evaluateAtPointsInt(xvar,ValsNull);
Double_t totalpdf = 0;
for(int k=0;k<xvar->numbins;k++){
pdfNullHist.SetBinContent(k+1,ValsNull[k]);
totalpdf += ValsNull[k];
}

Listing C.11: GooToyMC.cu - Filling the histogram for the H1 p.d.f.
////////////////////////////////////////////////////////////////
//SIGNAL FILLING HISTOGRAM
////////////////////////////////////////////////////////////////
TotalPdfSigPtr->evaluateAtPointsInt(xvar,ValsSig);
totalpdf = 0;
for(int k=0;k<xvar->numbins;k++){
pdfSigHistos[fitCounter].SetBinContent(k+1,ValsSig[k]);
totalpdf += ValsSig[k];
}

Since the values extracted with evaluateAtPointsInt are not normalised it is necessary to normalise them to the number of events in
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the dataset : see Listings C.12 where the procedure for the background
only p.d.f. is reported. The procedure for the signal p.d.f. is identical.
Listing C.12: GooToyMC.cu - Normalising the histogram for the H0 p.d.f.
//NORMALISATION
Double_t eventipdf=0;
for(int k=0;k<xvar->numbins;k++){
Double_t val = pdfNullHist.GetBinContent(k+1);
val /= totalpdf;
val *=events;
pdfNullHist.SetBinContent(k+1, val);
eventipdf+=val;
}
ValsNull.clear();
NullFitChiSq = chisquare(*genHist,pdfNullHist,xvar);

After the normalisation step the χ2 for both the models can be computed by calling the function chisquare. This function was expressly
implemented outside the main main block (see Listing C.13)in such a
way to reproduce the definition given by 3.7.
Listing C.13: GooToyMC.cu - Chi square calculator
//CHISQUARE CALCULATOR//
Double_t chisquare(TH1F& dataHist,TH1F& pdfHist,Variable *xvar){
Double_t chi=0;
for(int y=0;y<=xvar->numbins;y++){
Double_t data;
Double_t pdf;
Double_t step=0;
pdf=pdfHist.GetBinContent(y+1);
data=dataHist.GetBinContent(y+1);
step=pow(pdf-data,2);
step/=pdf;
chi+=step;
}
return chi;
}
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Within the RooFit framework this can be carried out without implementing a custom function, but simply with one line of code by resorting the Chisquare (see Listing C.14).
Listing C.14: RooFit - Chi square calculator in RooFit
. . .
////////////////////////////////////////////////////////////////
///SIGNAL CHI SQUARE
Double_t SignalChiSquare =
dataHistogram->Chisquare(fitSignalFunction);
///BACKGROUND CHI SQUARE
Double_t BkgChiSquare = dataHistogram->Chisquare(fitBkgFunction);
. . .

C.3.2

Pdf computation with bin integration with GooFit

In Appendix B it is discussed the integration technique over a bin
(recalling the Gaussian-Legendre integration rule - see Formula B.4).
This has been specifically implemented within the GooFit framework;
it should be noted that this bin integration of a p.d.f. can be carried
out only on a BinnedDataSet. Documentation of this implementation
is provided, as an example, for the case of GaussianPdf, , as illustrated
in the GaussianPdf.cu (see Listings C.15, C.16 and C.17). Initially,
see Listing C.15, from the binned dataset (loaded with the pointer evt)
it is possible to extract the bin centre and the bin width. By means of
them it is possible to initialise the interval integration limits [a; b] to
the bin boundaries (binLow and binHigh).
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Listing C.15: GaussianPdf.cu - Bin integration setting up bin boundaries
EXEC_TARGET fptype device_Gaussian_Bin (fptype* evt, fptype* p,
unsigned int* indices) {
//ONLY for binned datasets
fptype totalWeight = 0;
fptype xmid = evt[indices[2 + indices[0]]];; //Bin centre stored
in the dataset
fptype step = evt[indices[2 + indices[0]]+2]; //Bin width stored
in the dataset
fptype binLow = xmid-step/2.0; //Bin low boundary
fptype binHig = xmid+step/2.0; //Bin high boundary
fptype legeH = xmid; //Bin middle boundary
//PARAMETERS
fptype mean = p[indices[1]];
fptype sigma = p[indices[2]];

Later (see Listing C.16) the Gaussian-Legendre nodes (see Table
B.1) and weight are stored in two 16 components arrays characterised
by 16 elements. Nodes and weights are used to evaluate the 16 points,
stored into Xs, employed to carry out the bin integration according to
the equation B.3
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Listing C.16: GaussianPdf.cu - Bin integration setting up nodes and weights
//Legendre integration constants
///NODES
fptype xLegs[16] =
{0.095012509837637,0.281603550779259,0.458016777657227,
0.617876244402644,0.755404408355003,0.865631202387832,0.944575023073233,
0.989400934991650,-0.095012509837637,-0.281603550779259,-0.458016777657227,
-0.617876244402644,-0.755404408355003,-0.865631202387832,-0.944575023073233,
-0.989400934991650};
//WEIGHTS
fptype wLegs[16] =
{0.189450610455069,0.182603415044924,0.169156519395003,
0.149595988816577,
0.124628971255534,0.095158511682493,0.062253523938648,
0.027152459411754,0.189450610455069,0.182603415044924,0.169156519395003,
0.149595988816577,0.124628971255534,0.095158511682493,0.062253523938648,
0.027152459411754};
//INTEGRATION STEPS
fptype Xs[16];
for(int b =0;b<16;b++){ Xs[b] = xmid + legeH*xLegs[b];};

Finally the sum defined in the formula B.4 (providing the approximated integration) is evaluated and the integral value is returned. Note
that the function evaluate the p.d.f. on the point Xs. The function arguments indices[i+1] and indices[i+2] simply carries the pointers
to the parameters and the p.d.f. function itself.
Listing C.17: GaussianPdf.cu - Bin integration sum approximation
///INTEGRATION
fptype integralF = 0;
for (int k=0;k<16;k++){
integralF += wLegs[k]*callFunction(Xs+h, indices[i+1],
indices[i+2]);;
}
fptype integralTot = integralF*legeH;
return integralTot;
}
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C.3.3

Bin integration implementation in ROOT/RooFit

The RooFit framework doesn’t allow the user to perform fits with
bin integration. In order to implement this feature, it is needed to pass
back the p.d.f.s to the ROOT environment which provides the possibility of fitting an histogram with bin integration. First (see Listing
C.18) the p.d.f. is copied into a TF1 ROOT object that represents an
analytical function with the asTF method. The new function register
the former p.d.f. parameters (paramSignal) and observables (X). The
intermediate TF1Scaled user defined object is used to set the function
normalisation (nobsevt is the number of entries in the data histogram).
Listing C.18: RooFit/ROOT - Bin integration sum approximation
////////////////////////////////////////////////
//TOTAL P.D.F.
RooAbsPdf* pdfSignal = new RooAddPdf("TotalPdf", "TotalPdf",
RooArgList(*pdfY1,*BkgTotalMPdf), RooArgList(fSigY1));
////////////////////////////////////////////////
//COPYING NULL P.D.F. PARAMETERS TO ROOARGSET OBJECT
RooArgSet *paramSignal = pdfSignal->getParameters(X) ;
////////////////////////////////////////////////
//DEFINING ROOT FITTING FUNCTION
TF1 * funcTotNorm = new
TF1(*(pdfSignal->asTF(RooArgList(X),*paramSignal,RooArgList(X))));
TF1Scaled fscaledTot(funcTotNorm, nobsevts, binW, false) ;
TF1* functionTot = new TF1("TotalPdfRoot",fscaledTot,X.getMin(),
X.getMax(), funcTotNorm->GetNpar(), "TF1Total");

Later (see Listing C.19) the names of the parameters and their range
limits are established.
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Listing C.19: RooFit/ROOT - Bin integration sum approximation
////////////////////////////////////////////////
//REGISTERING PARAMETERS' NAMES
functionTot->SetParName(0, funcTotNorm->GetParName(0));
functionTot->SetParName(1, funcTotNorm->GetParName(1));
functionTot->SetParName(2, funcTotNorm->GetParName(2));
functionTot->SetParName(3, funcTotNorm->GetParName(3));
. . .
////////////////////////////////////////////////
//SETTING PARAMETERS LIMIT AND STARTING VALUES
functionTot->FixParameter( functionTot->GetParNumber("G_sigma1"),
G_sigma1.getVal());
functionTot->SetParLimits(
functionTot->GetParNumber("meanY1"),meanY1.getMin(),meanY1.getMax());
functionTot->SetParameter(
functionTot->GetParNumber("meanY1"),Massa[mscans]);
functionTot->SetParLimits(
functionTot->GetParNumber("widthY1"),widthY1.getMin(),widthY1.getMax());
functionTot->SetParameter(
functionTot->GetParNumber("widthY1"),Largh[gscans]);
functionTot->SetParLimits(
functionTot->GetParNumber("#f_{sig}"),fSigY1.getMin(),fSigY1.getMax());
functionTot->SetParameter(
functionTot->GetParNumber("#f_{sig}"),0.001);

Finally (see Listing C.20) the fit is performed with the Fit method and
the selected options:
• S: save the fit results (parameter estimation, chi-squared, ... ) to
TFitResultPtr object;
• L: use Log-Likelihood metric;
• I: use integral of function in each bin, normalised by the bin
volume, instead of the value at the bin centre;
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Listing C.20: RooFit/ROOT - Bin integration sum approximation
////////////////////////////////////////////////
//PERFORMING THE FIT
TFitResultPtr fitSign= dataHistogram->Fit( functionTot,"SIL",
"",X.getMin(),X.getMax());
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Appendix D

PROOF-Lite Framework
The Parallel ROOT Facility, PROOF, is an extension of the ROOT
system [39] [42] that allows the analysis of large sets of ROOT files in
parallel on a large number of distributed computing resources (CPUs).
Being an extension of the ROOT system, PROOF is designed to work
on objects in ROOT data stores. PROOF consists of a 3-tier architecture (see Figure D.1)
1. the client that runs ROOT and starts a PROOF session by contacting the Master server on a remote cluster;
2. the PROOF Master server that in turn creates slave servers,
named Workers, on the nodes in the cluster. The Master distributes customised data packets to be analised for each slave
server.
3. the Workers servers ask the master for work packets and process
the queries in parallel.
PROOF makes use of the inherent parallelism in event data and implements an architecture that optimises I/O and CPU utilisation in
heterogeneous clusters with distributed storage. PROOF requires the
analysis code to follow the TSelector paradigm (see [42] for further
details) and is designed to provide:
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Figure D.1: PROOF architecture block scheme.

• Transparency: the same results should be obtained with a local
ROOT based analysis session or a remote parallel PROOF session.
• Scalability: it means that the performance improvement should
scale with the number of computers that can be used in parallel.
As already mentioned in Section 4.5 PROOF-Lite is a dedicated
version [3][43][44] of PROOF optimised for multi-core servers. This
is a tool meant for single user running on a single multi-core computing machine, allowing the user to increase the performances of the
data analysis by exploiting event level parallelism on multicore, multithreaded CPUs. It implements a 2-Tier architecture (Figure D.2): the
Master is merged into the client and controls directly the Workers.
PROOF-Lite prefers data locality to mitigate eventual I/O bottleneck because a fast data access (SSD, local optical disks) allows to
optimize the CPUs load [38]. The pseudo-experiments procedure of
this study meets rather well this condition, in the sense that the task
is more CPU-bound than I/O-bound.
An important feature of PROOF/PROOF-Lite is the Pull architecture: the Packetizer engine runned by the Master makes sure that all
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Figure D.2: PROOFLite architecture block scheme.

workers end at the same time avoiding long tails; in a Push approach,
instead, the last job to terminate determines the total execution time.
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