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Abstract
In this work we sought to expand the framework of Economic Complexity to the
description of world export patterns, using the recently proposed Fitness and
Complexity measures, that respectively measure the capabilities of a country’s
economic system and how sophisticate it is to make a given product found on
the global export market. Results in literature compared the Fitness measure
for each country with a monetary counterpart, the per-capita gross domestic
product (GDPpc). Lately, a dynamics in the evolution of national economies
has been discovered by analyzing the motion of countries in the Fitness-GDPpc
plane. In this spirit, we asked whether we could compare the Complexity measurements of products exported in the world market with a monetary counterpart. We concluded that the most suitable counterpart for this line of research
is an index called logPRODY, consisting in a weighted average of the GDPpc of
countries exporting a given product. The work is structured around three main
questions.
• Firstly, whether there is any kind of motion in the Complexity-logPRODY
plane (CLP), and whether we can describe its kinematics.
• If so, the next task is to understand the causes of this motion, describing
its dynamics.
• Lastly, we asked whether our model of the motion can be used to make
predictions.
We concluded that the kinematics can be described as a laminar flow, and
characterized it via a vector field on the plane representing the average velocity.
The dynamics is well explained by an ansatz on the evolution of the global
markets for the export of products, i.e. that these markets tend to decrease
their concentration over time. We used the Herfindahl index to measure market
concentration, and found a pattern of average market concentration on the CLP
that we described with a discrete scalar field. The partial derivatives of this field
correctly reproduce the velocities of the laminar flow, with a mechanism that
resembles a potential. The information contained in the field description of the
laminar flow, we showed, is not enough to make accurate predictions on the
trajectories of products in the CLP. Nonetheless, we analyzed the change in
Fitness over time for countries and divided it into two components; one due to
change in the export basket of countries, and the other due to the motion of
products in the CLP. We found that we can use the knowledge of the laminar
flow on the CLP to measure one of the aforementioned components.

Introduction
This work follows the line of research called Complexity Economics, a relatively
new discipline modeling economic phenomena with a physics and complexity
science based approach [13]. Some interesting results have been produced in
the recent past. We focused in particular on the definition of the Fitness and
Complexity measures, two metrics that are able to capture relevant information about respectively countries’ economic systems and the product categories
traded in the global export markets. These are defined as the fixed point of
a non-linear iterative map, calculated on a matrix representing the world export data. The map has been developed with the insight that the products
a country makes are proxies for the aggregate capabilities of the citizens and
firms of different countries. Fitness is a measure of how complex the economy
of a country is, and it grows larger as a country is able to make and export
more complex products. Further research has been done comparing the Fitness
metric with a monetary dimension such as gross domestic product per capita
(GDPpc). Countries have been represented as points on a plane, with coordinates corresponding to their values of GDPpc and Fitness. On this plane, the
motion of countries in some zones resembles the laminar flow of a fluid, and
therefore is predictable. Findings like this are interesting because they show the
possibility of a more quantitative approach to economic forecasting. We sought
to continue on this line of thinking, by exploring the behavior of the Complexity
index, that captures how many capabilities are required in making a certain category of products. As an example, in the lower end of the Complexity spectrum
we find commodities such as fruit, or cotton, while on the higher end there are
products that require great technical skill and well-organized institutions and
production chains to be made, such as aircrafts. The most fruitful method of
extracting information from these non-monetary metrics seems to be to compare
them with a monetary metrics. This is what we set out to do. We explored
possible candidates for the monetary metrics in question, and decided to use a
modified version of a measure recently introduced in literature, called PRODY.
Roughly speaking, the PRODY of a product is a weighted average of the GDPpc
of the countries exporting it, where the weighs are quantities proportional to
the market share of said countries. Representing products on a plane with coordinates given by said two metrics, we first tried to understand whether there
was any kind of dynamics, then attempted to characterize and explain it, and
lastly to use our model to make predictions.
We briefly describe the structure of this work. The first section is a concise
account of the basic concepts and methods we used, explained with the aid of
examples taken from literature. Afterwards we account for the datasets and describe the methods used to treat data. The results section follows, detailing the
1
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most important findings. Finally, we conclude with a discussion of the results
and perspectives for the future.

Chapter 1

Literature Review and
basics of Economic
Complexity
1.1

What is Economic Complexity

The application of physics’ methodologies to economic problems has precedents
dating back to the 1970’s [22], even though it began spreading around the 1990’s.
Economic Complexity is a framework of research applying techniques and ideas
of physics and complexity science to problems typical of fundamental macroeconomics. In particular, it focuses on the understanding of how countries grow
and how the structure of the production is connected to this growth. It is a
young field of research, started around the mid-2000’s, and it is characterized
by an attempt to make quantitative measurements and predictions, in a way
such that they can be rigorously tested [29].

1.2
1.2.1

Fitness and Complexity measures
Seminal attempts

The seminal works of César A. Hidalgo [14] and Ricardo Hausmann [13] are
important to the study presented in this thesis. Theirs is the idea to analyze
the export of countries and derive measures from it.
Much information about the productive system of a country can be extracted
from the so-called export matrix , which is defined as the matrix E listing all
the exports of consumer goods of all countries in a specific year, so that Ecp
represents the export of product p by country c on a given year, measured in
thousands of dollars. The most convenient approach in studying a country’s productive structure consists in using export data, for two main reasons. Firstly,
there are measurement problems with the actual production data; it is hard to
gather detailed information about it, while export data is much more readily
available and reliable. Secondly, because the notion of a country exporting a
product in a relevant amount signals that production of said product in that

3
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country is not sporadic or occasional, but consistent enough for buyers and sellers to decide to start the exporting process. It also signals that the quality to
cost ratio of said production is good enough to be competitive with the rest of
the world.

The Product Space
One of the most relevant applications of the export matrix is presented by Hidalgo et al. [14] They ask whether the economic theories explaining differences
in wealth between nations can be improved, using information about what kind
of products a country exports at a given time. Previous economic theories explaining differences in countries can be distinguished into two main branches.
The first approach to the problem is focusing on the relative proportion between general productive factors, such as physical capital, labor, skills, land,
infrastructure, institutions. The second one considers technological differences
to be determining, and requires an underlying theory of what these differences
are, and how they change. As an example, varieties and quality ladder models
belong to this second kind, and assume all possible products are distributed on
a continuum of technological levels, ignoring the similarities between them.
Hidalgo assumes that some productive factors are not strictly relative to specific products. For example, the pipelines necessary for a country to transport
oil (which are a productive factor) cannot be used to move fresh apples, so
they’re quite specific. But refrigerated trucks moving the apples can be used to
transport other kinds of fresh fruit, or maybe even dairy products, and in this
case different products share a common or similar productive factor. Instead
of ignoring this fact, as is done in conventional economics, he proposes to use
it to understand why and how some countries preferentially specialize in some
cluster of products instead of another.
In order to do this, he gives up any kind of “a priori” or normative dimension
of similarity between products, such as broad and generic categories like needed
quantity of labor, land, level of technological sophistication, etc. Instead he uses
an “a posteriori”, or empirical measure (that we will shortly define), trying to
capture information about productive factors that is difficult to synthesize in
deductive schemes.
First of all, one needs to introduce the revealed comparative advantage [1], also
known ad the Balassa index or RCA. The revealed comparative advantage Rcp
for a product p exported by a country c is defined, in terms of the export matrix,
as:
Rcp =

PEcp
j Ecj
P
E
P i ip
kl Ekl

(1.1)

which is the ratio of the country’s exports of product p to the total exports
of country c, divided by the ratio of world’s exports of product p to the total world’s export. This way, one can define a Rcp matrix as a function the
export matrix. This measure is intended to capture the relative advantage or
disadvantage that a country has, in exporting a certain good or class thereof,
with respect to the rest of the world 1 by taking advantage of the information
1 The Balassa index is based on the idea that the more an economic agent has comparative
advantage in making and selling a certain product, the more of it they will make and sell,
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contained in trade flow data. An Rcp > 1 can be interpreted as a signal that
country c exports product p more than expected, where the expectation is based
on the relative importance of p in the world market.
From the RCA, one can derive the binary matrix Mcp , which is a way of
coarsely distinguishing whether a country c is a relevant exporter of product c
or not, and is so defined:
(
1 if Rcp ≥ 1 (c is an exporter of p),
Mcp =
(1.2)
0 if Rcp < 1 (c is not an exporter of p).
Finally, one can define with Hidalgo φ, the measure of similarity between products i and j, as the conditional probability of one being produced by a country
if the other already is, calculated across all countries, at a certain time t:
φij,t = min [P (Mi,t = 1|Mj,t = 1), P (Mj,t = 1|Mi,t = 1)]

(1.3)

where the minimum has been imposed to obtain a symmetrical matrix. (Mi,t =
1) indicates the event that product i is exported by a country at time t, so that
for example the empiric probability forPproduct i to be exported by a country
at time t is denoted by P (Mi,t = 1) = c Mci,t .
Calculating φ on real export data, Hidalgo finds a matrix with a great number of negligible elements. Taking a threshold, one can derive from φij an
adjacency matrix and thus a network that, superimposed on its own maximum
spanning tree, gives a representation in which all products considered are connected. This representation is called the product space. The product space has
a core-periphery structure, with core formed by metal products, machinery and
chemicals; and periphery formed by the rest of the product classes (see fig. 1.1).
The products are clustered in what appear to be categories like fishing and
agriculture, textiles, electronics, mining, etc. Sometimes each cluster is split
into more detailed structures; for example machinery is split into vehicles and
electronics industry.
The study goes on to observe the evolution of a country’s productive structure
finding quantitative indications that countries develop comparative advantage
preferentially in goods that are near on the product space with respect to the
ones they’re already producing. From this it becomes possible to simulate the
development of countries’ industries in time, and test the result of different
industrial policies.
Capabilities space
Building onto the concepts hitherto explained, Hausmann and Hidalgo argue
for one possible model to explain differences in countries’ productivity. Adam
to the expense of other possible products, because the opportunity cost is lower. So the
advantage can be measured by the ratio of a specific export to total export. Therefore, the
numerator in eq. (1.1) can be seen as a measure of the advantage for the country, whereas
the denominator is a measure of the advantage for all of the world taken as a whole; with a
meaning akin to averaging. With this interpretation, the threshold at 1 that we will impose
on the R makes sense, as it is the ratio of the comparative advantage of a specific country
with respect to the world’s advantage. Note that the RCA can be defined with the sum on
the denominator spanning an arbitrary subset of countries, or in general any geographical
subdivision, instead of all of the world, measuring the comparative advantage with respect to
that zone.

CHAPTER 1. BASICS OF ECONOMIC COMPLEXITY

6

Figure 1.1: The Product Space. The clustering of the network, with a core and a
periphery, is clearly visible. Source: [14]
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Smith’s insight that the wealth of nations is closely related to division of labor
[24] poses a puzzling question. If it is true that specialization of people and
firms increases economic efficiency, and that size of the market is a constraint to
the division of labor, how come that in an increasingly globally interconnected
market, where all countries are linked to each other through a global network for
inputs and outputs, differences in gross domestic product per capita differences
have exploded instead of decreasing? Hausmann and Hidalgo’s answer is that
some of the institutions and activities that promote or arise from the division
of labor cannot be imported [13]. Example of these could be property rights,
specific labor skills, regulation, infrastructure, educational system, etc., but it
is hard to pinpoint “a priori” which of these are relevant, and in what amount.
Hidalgo and Hausmann propose that productivity of a country depends on
what they call “capabilities”, which cannot be exported, and thus originate the
inter-country inequality. Capabilities can be described as the resources of a
given country’s economy and the features of national social organization making possible the production and export of the products in the export basket.
Because of this, they have a character of intangibility, that makes them very
hard to assess. [8] To overcome the problem of measuring them, they create
an indirect measure of capability, calculated from world export data, which is
readily explained by a simple analogy.
We can imagine a capability to be a Lego piece, and a product to be a Lego
model, built off of many different pieces. A Lego model can of course be built
only if one has all the necessary pieces. The nations are represented by different
kids, each with their own bucket of Lego pieces, containing some pieces but not
others. The problem of measuring capabilities is analogous to that of inferring
information on what pieces are in each bucket, knowing only what models each
kid or group of kids builds [13].
To do that, one can analyze the bipartite network of world trade flow (its adjacency matrix would be the Mcp matrix), connecting each country to the products
it exports. It can be imagined that this structure is actually the result of an
underlying tripartite network, that connects countries to the capabilities they
own, and products to the capabilities that are needed for their production. A
connection between a country c and a product p in the bipartite network is
added when, in the tripartite one, the country c is connected to all of the capabilities needed to make product p. From an economic perspective, the fact that
a country exports a product is used as a proxy for its capabilities.

Method of Reflecions
At this point, a method to charachterize the structure of the bipartite network
is needed. One is provided with the method of reflections [13]. It consists in
introducing two symmetric sets of variables for the two types of nodes in the
network: one for the countries and one for the products. So there will be a variable kc,N associated to each country c in the countries’ set, and a variable kp,N
associated to each product p in the products’ set. These variables are calculated
iteratively (N denoting the iteration number), and each of them consists in the
average value of properties of each node’s neighbors at the previous step in the

CHAPTER 1. BASICS OF ECONOMIC COMPLEXITY

8

iteration. The defining equations are:
kc,N =

Mcp kp,N −1 ,

(1.4)

Mcp kc,N −1 ,
kp,0 c
X
=
Mcp ,

(1.5)

Kp,N =
kc,0

1 X
kc,0

p

1 X

(1.6)

p

kp,0 =

X

Mcp .

(1.7)

c

kc,0 , or just kc , is called diversification of country c, and counts the number
of different products exported by it. kp,0 , or kp , is the ubiquity of product
p, and counts how many countries export it (in network terms, kc,0 and kp,0
are the degree or coordination number of the nodes c and p in the bipartite
countries-products network). Each country is characterized by a N-dimensional
vector ~kc = (kc,0 , kc,1 , ..., kc,N ). Even variables of countries, (kc,0 , kc,2 , kc,4 , ...),
are measures of diversification, and odd ones (kc,1 , kc,3 , kc,5 , ...) are measures
of ubiquity of exported products. For products, each one characterized by
~kp = (kp,0 , kp,1 , ..., kp,N ), even variables measure the ubiquity, while odd variables measure the diversification of their own exporting countries. For example,
kc,1 and kp,1 are known in the network field as the average nearest neighbor
degree. Variables of order N > 1 for node j (i.e. kj,n ), can be regarded as a
weighted average of the properties of nodes near j, with the weigh of each near
node given by the probability that a random walker starting on j and making
N steps ends up on it.
Among the results found applying this method to world trade data, there
is a strong negative correlation between kc,0 and kc,1 , meaning that diversified
countries tend to export less ubiquitous products. Some empirical evidence is
provided that the method of reflections captures information about the number of capabilities available in a country. Hidalgo and Hausmann average the
number of different employment categories needed to make a product across all
products exported by a country, and show that this measure correlates positively
with kc,0 , the diversification. The number of different employment categories
needed for a product also correlates negatively with the measure of ubiquity of
products exported kc,1 .
The measures of diversification of a country, (kc,0 , kc,2 , kc,4 , ...) correlate positively with GDP per capita adjusted for Purchasing Power Parity, and increasingly so with increasing coefficient order. This is because the method is able to
correctly distinguish whether a country is highly diversified due to its large population or to an effectively more complex productive structure, as confirmed by
rapid decrease in correlation of consecutive diversification coefficients with population size for a country. The method is able to separate these different “kinds”
of diversification because it takes advantage of the network structure: successive coefficients give information on the nearby nodes; so a country connected
to other countries via ubiquitous products will tend to have poorly diversified
neighbors, while a country connected via non-ubiquitous products will have high
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diversification among its neighbors, and this is reflected in the successive diversification measures.
For an individual country, deviations from the GDP/kc,N correlation trend
is a good predictor of future growth [13] (higher N ’s have higher predictivity):
an indication that countries tend to approach the level of income corresponding
to their capability level.
Finally, measures of diversification and ubiquity of a country c at a certain
time can be used to predict average level of ubiquity of the products that c
will start exporting in subsequent years, and the average diversification of these
products’ exporters. This relates to the notion that the productive structure of
a country evolves by spreading to nearby products in the product space, suggesting that the product space relates products by the underlying capabilities
they need in order to be exported.

Drawbacks of the Method of Reflecions
A number of objections have been raised about the effectiveness of the method
of reflections. The first one is the mathematical consideration that while the
first iteration is extensive in the number of products and countries, all the subsequent ones, being averages, are of an intensive nature [8]. The very fact of
being averages makes the iterations of order higher than one susceptible of contradictions. For example, a country with a high measure of kc,2 (meaning that,
on average, the products it makes have high complexity), would see this value
decrease if it added a low-Complexity export, because the new export would
drag down the average. But this is in contradiction with the fact that said
country, having increased its diversification while keeping all other things equal,
is not in a worse position than it was before [25].
It can also be shown, using the theory of stochastic Markov matrices, that
the iteration steps of the method of reflections always converge to a trivial fixed
point [3]. This reduces the quantity and quality of information after each iteration, making the first steps the one most informative ones. Since the algorithm
is defined empirically, the quantities involved in its formulation should be directly related to observables, but here we see that the part of the ki,N ’s that
is nontrivial and depending on observables vanishes in the trivial point as the
iteration goes on [8].

1.2.2

Fitness and Complexity

A more recent method to assess quantitatively the competitive advantage given
to countries by their diversification has been introduced, that is supposed to be
more coherent and economically well-grounded. To introduce this method, one
important consideration needs to be made. If the countries were to specialize
in particular categories of products, one would observe the Mcp matrix, after
adequate shifting of rows and columns, to be block-diagonal. What happens
instead is that, looking at real export data, the more a country is developed, the
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Figure 1.2: The M matrix is triangular. Here, a sample M matrix, with rows
and columns properly reordered to show the triangular shape. The matrix has been
ordered by decreasing Fitness on the country axis, and decreasing Complexity on the
product axis. The meaning of these measures is explained in section 1.2.2. One can
clearly see that the most diversified countries make almost all possible products, while
the most ubiquitous products are made by almost all countries. Source: [25]

more its exports are diversified. The most developed countries export almost all
possible products, while underdeveloped countries only export a tiny fraction
of all possible product categories. This is reflected in the shape of the Mcp
which is actually triangular [25] (see fig. 1.2). This suggests that the evolution
of advanced economies is marked by the acquisition of an increasingly broad
diversification, rather than specialization. Some have suggested an analogy
with the evolution of biological organisms in complex and dynamical ecosystems,
where the best-adapted organisms have a broad set of resources instead of a few
specialized ones [8].
A consequence of this fact is that the notion of a product being made by
a developed country is not very informative, because these countries export
almost all products. Conversely, if a product is made by an underdeveloped
country, one can be almost sure that it is not a very complex one. If a product
is made by many of the countries, it is probably a low-complexity one, while
most highly complex products are made only by a few developed countries and
no one else. This has a mathematical implication. Suppose we were to define a
measure of product Complexity, and one capturing the advancement of a country’s economic system, called Fitness. Then this Complexity of a product would
not be correctly represented by the average Fitness of its producers, as is done in
the method of reflections. The solution proposed in [8, 25] calls for a non-linear
weighting of the exporters, so that a product can be considered complex only if
no low-Complexity countries export it.
The proposed method defines two classes of variables, one measure of Fitness
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for each country c, denoted Fc , and one measure of Complexity for each product
p, or Qp . The values taken by these variables are computed iteratively, with
these equations defining an algorithm:
Fc(0) = 1 ∀c,
X
F̃c(n) =
Mcp Q(n−1)
,
p

Q(0)
p = 1 ∀p.
Q̃(n)
p = P

c

p
(n)

Fc(n) =

F̃c

(n)

hF̃c ic

(1.8)
1

Mcp

1

,

(1.9)

(n−1)

Fc

(n)

,

Q(n)
p =

Q̃p

(n)

hQ̃p ip

,

(1.10)

One can easily see that product Complexity is equal to 1/kp (the inverse of
the ubiquity) in the first iteration, but for successive steps the sum in the denominator is dominated by low Fitness countries, so that the presence of one of
these puts a strong bound on the Complexity of the product. Since the Fitness is
the sum of the product complexities for each country, adding a low-Complexity
export to a high-Fitness country no longer lowers its competitiveness as in the
Hidalgo-Hausmann approach. In other words, Fitness is an extensive rather
than intensive measure: more diversification can only increase the Fitness, although high-Complexity products are far more effective at increasing it than
low-Complexity ones.
The algorithm refines the information contained in the Fc ’s and Qc ’s at
each step, instead of making all the variables converge to a single value. It
is not proven analytically, but extensive numerical testing [8] and qualitative
arguments [20] show very strong indication that the two coupled maps always
converge to a unique fixed point determined by M and independent of initial
values of Fc0 and Q0p . A method has also been proposed to estimate when the
algorithm is close enough to the fixed point for the purpose of measuring F and
Q, so that more iterations are unnecessary [20].
A feature of the algorithm is that near the fixed point, the values of both
Fitness and Complexity variables follow broad, Pareto-like distributions [8]. It
should be noted that product Complexity Qp is very sensitive to changes in the
set of countries that export p, and its volatility is intrinsically higher than that
of Fitness measures. This can be understood with the simple observation that
the equations defining F are linear while those for Q are not; and that a new
low-Complexity exporter of a product p can dramatically alter the Complexity Qp , while a new export has a much lower influence on a country’s Fitness.
Moreover, since Fitness Fc is the sum of all the complexities Qp of country c’s
export
√ basket, the order of magnitude of Fc ’s volatility is expected to be about
1/ kc times the volatility of the Qp ’s.

Case study for Fitness
To get an understanding of what information can be extracted from Fitness
measures, we will refer to two examples in literature [8]: a brief analysis of socalled BRIC and PIIGS countries.
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BRIC is short-hand for Brazil, Russia, India and China, four major economies
generally considered, until some years ago, to be growing at a fast pace. The
countries are on similar levels of per-capita GDP ranking and rate of GDP
growth, but they’re not all near the same position in Fitness ranking. Specifically, an analysis of the Fitness from 1995 to 2010 shows that China and India
have gained better positions in time, with China ending as the world’s second
and India moving up about ten places. Brazil and Russia, on the other hand,
have jumped down about 15 positions in the ranking in the same period. The
result has been interpreted as a genuine industrial development for China and
India, whose GDP is following the increase in national capabilities and competitiveness. Brazil and Russia, instead, have had their GDP boosted by the
high price of raw materials, but did not use their riches to develop any new capabilities on a national scale: instead they show a decrease in competitiveness.
Cristelli et al. argue [8] that the idea of Brazil’s dependence on commodity
prices has been popularized around 2011, while the rankings show a clear drop
in Fitness starting in 2002.
PIIGS is an unsympathetic abbreviation given to the group Portugal, Ireland, Italy, Greece and Spain. These are all European developed countries with
problems of high sovereign debt. Yet, from 1995 to 2010 Greece and Portugal
have increasing Fitness, Italy is always in world’s top 5, close to Germany, while
Ireland shows decreasing Fitness. Spain, Portugal and Italy are above the average world Fitness (which is by definition 1, of course). The Fitness ratings tell a
story so different from standard monetary analysis because the Fitness measure
is only a measure of the competitiveness of a country based on the diversification
of its productive system and its position in the product space. While the economic development of a country is conditioned by many other different factors,
like national policies, wars, geopolitical instabilities, its financial sector, etc.,
and in this case the burgeoning sovereign debt, all of these influences are not
discounted in a Fitness measurement. Moreover, in this framework, developed
countries have almost saturated the product space, and there is little distinction
among them because of this fact. Their development is no longer expected to
depend on the fast acquisition of capabilities that are already available elsewhere in the world. To develop, these countries rely on features that are not
considered in the capability approach, such as the creation of altogether new
technologies and products, usually extremely complex, which is a slower process.
On the long term, growth of mature economies is basically driven by innovation.
The PIIGS example sheds light on the nature of the Fitness measure, as it
seems to be very useful for developing countries, but less so for already developed ones. This brings us to the topic of the next section: development regimes.

1.3

Heterogeneous dynamics

One of the key facts leading to the concepts developed in this thesis is the
discovery of a dynamics in the Economic Complexity framework. The basic
idea is that of comparing the Fitness metric to a monetary metric, in this case
GDP per capita (or GDPpc), in order to complement the information given
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by the two measures. This is done in [6], from which we will take examples
throughout all of this section. An important finding is that it is possible to
predict GDPpc growth by borrowing techniques typical of dynamical systems
theory, such as the ones used for weather forecasting.
The starting point are the features of the motion of countries in the FitnessGDPpc plane, depicted in figure 1.3. On this plane, each country is represented
by a point having coordinates proportional to log(F itness) and log(GDP pc) at
a given time. The most visible feature is that many of the countries lie near a
straight line in the plane. Countries away from the line, though, do not evolve to
an equilibrium situation (i.e. do not move towards the line). Instead, it appears
they follow different motion regimes depending on the zone of the plane they are
in. Incidentally, this makes obvious the inadequacy of the standard economic
model of regressions, as shown in [5], because the GDPpc-Fitness system does
not respond homogeneously to changes.
To see the emergence of different dynamical regimes, one needs to first represent
the trajectories of the countries in the Fitness-GDPpc plane, as shown in figure
1.3. The plot is hard to read, so one can coarse-grain the trajectories, by
dividing the plane into a grid. For each point contained in each box on the
grid, one can calculate the 1-year displacement. Averaging the displacements
over each box results in a vector field, again depicted in figure 1.3. This vectorlike representation is akin to a weather forecast map, or a fluid vector field.
Analyzing qualitatively this field, one can distinguish two main regimes. One is
laminar-like, resembling the motion of a fluid. Notably, this makes the motion
predictable. The other appears chaotic. No clear pattern is observable in the
chaotic area. Using some economic insight, one can go further and classify four
different dynamical regimes:
• Very low Fitness regime (fig. 1.4, purple area). These countries are
in a poverty trap. Their capabilities are irrelevant with respect to other
exogenous negative factors (for example: political instability, war, absence
of rule of law).
• Low/intermediate Fitness regime (fig. 1.4, red area). For these countries the capabilities of the industrial system are irrelevant to exogenous
factors, but in this case the factors have a positive effect. A typical example of this category are exporters of natural resources, that drive up the
per-capita income.
• Intermediate Fitness regime and income lower than expected (fig.
1.4, green area). Here, the Fitness is the main factor behind the GDPpc
change, and these countries tend to align their income to the Fitness level.
Therefore, it is possible to make predictions about the income growth.
• High Fitness and high income regime (fig. 1.4, blue area). Here lie
the developed countries. The flow is still laminar, but of a different kind.
An explanation for these findings can be given in terms of dynamical systems
theory [6]. Cristelli et al. argue that, in areas hosting laminar regime, the
effective dimension of the phase space for the system is approximately two,
and the dimensions are well proxied by GDPpc and Fitness. While economic
systems are in general highly dimensional, in this case the dimensionality of
the dynamics’ phase space is much lower. For the chaotic regime, two different
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Figure 1.3: Dynamics of countries in the Fitness-GDPpc plane. a) Position of
the countries in 1995, red line indicates the expected level of GDPpc given the Fitness
level, it is given by minimization of euclidean distance of countries on the line weighted
by the country GDP. b) Trajectories of the countries in the Fitness-GDPpc plane in
the 1995-2010 interval c) Vector-like representation of the motion. The laminar-like
regime is clearly visible. Source: [6]

CHAPTER 1. BASICS OF ECONOMIC COMPLEXITY

15

Figure 1.4: The four different regimes of dynamics. a) An outline of the four
areas of the plane, drawn onto a finer vector-like representation of the velocity field. b)
A continuous interpolation of the trajectories, obtained by drawing the vector field’s
flow lines. Source: [6]

explanations are possible. The first is that the phase space is still two, or lowdimensional anyways, and the system is actually chaotic. The second, and more
likely, is that in the chaotic areas the phase space of the system has d >> 2
dimensions. In this case, what we see on the Fitness-income plane is actually
just a two-dimensional projection of a d-dimensional laminar motion. If this
is true, then trajectories that appear close in the two-dimensional projection
could actually be very far away from each other in the actual d-dimensional
space, resulting in apparently chaotic motion [19].
The consequence of this explanation is that, using only the data at hand, it is
possible to make predictions only for countries in the laminar areas of the plane.
In order to do this, another concept of dynamical systems theory is borrowed,
the method of analogues, originally proposed by Lorenz [17]. The key concept
is that of analogues, points on already observed trajectories that lie close to the
point on which we want to make a prediction. From a collection of analogues,
one can derive a probability distribution for the evolution of the trajectories
passing nearby. The implementation of the method of analogues to this kind of
dataset is called the selective predictability scheme (or SPS) [5, 6].
An outline of the basic methodologies of the SPS is better drawn by an example.
Wanting to investigate the 10-years growth of the GDPpc in the Fitness-GDPpc
plane, one considers all the points representing the complete trajectories of all
countries in the plane. Each point represents the position of a country at a
specific time. Then one divides the plane into square boxes. Each box b will
contain a set of points {pb,i }, meaning that some trajectories passed through it.
For each of these points pb,i , one considers the trajectory it belongs to, finds the
position 10 years later on that trajectory, calculates which box it is into. This
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Figure 1.5: Selective Predictability scheme. Bottom: Reported here is the
Fitness-GDPpc plane divided in boxes. Each box is colored accordingly with its value
of concentration (defined in section 1.3). This quantifies the predictability of a given
box. One can see that the areas where the motion is laminar-like show more concentration, as expected, and the areas of chaotic motion show much less of it. Top: Two
empirical distributions, for two different boxes. the leftmost is the RD of a box taken
from a chaotic area; the one on the right shows ED for a box in the laminar region.
It is clearly visible that the left one is much more dispersed than the other, therefore
the right one is better suited to be used as an analogue in the selective predictability
scheme. Source: [6]
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way, one can build an empirical distribution (ED) for any given box b. This ED
represents the empirical probability, for a country’s trajectory, to start in b and
end up in a given box 10 years later. To clarify, a sample representation of two
ED’s is given in figure 1.5.
Examining these distributions, one can confirm that ED’s of boxes in the chaotic
regime areas tend to spread out more than the ones in the laminar regime. To
quantify this finding one can define a measure of concentration Cb of the ED
for the b-th box, defined as:
Cb ≡

nb
Nb

1
Nb
1
Nb

−

1−

(1.11)

where nb is the number of nonempty boxes in the ED, and Nb the total number
of points in the box. Like an entropy measure in information theory, C is equal
to 0 when the ED is concentrated in one box, and tends to 1 when the ED
spreads out on many different boxes, i.e. as nb approaches Nb . The concentration of each box on the 10-years time horizon calculated by Cristelli e al. is
shown in figure 1.5. The quantitative analysis shows, as expected, lower C in
laminar regions.
The ED’s can now be used as the analogues we sought. From the ED’s, one can
make predictions on the future evolution of the trajectories of the countries (and
therefore on the GDPpc growth). It is necessary though to make the premise
that only the ED’s of boxes in the laminar region (which have lower C) are expected to perform well in prediction-making. This is because we hypothesized
that the only two relevant dimensions of the phase space in the laminar region
are Fitness and GDPpc. In the chaotic area, where the effective dimensionality
of the phase space is much higher, the ED’s are not expected to be good analogues.
To check the goodness of the prediction based on the SPS, we report the results
of the backtesting performed by Cristelli et al. in figure 1.6. The results confirm that motion is much more predictable in the laminar region, as expected.
The GDPpc prediction is systematically lower than the measured value. One
possible explanation for this is that the training set is shorter than the typical
length of an economic cycle. The Fitness prediction, not shown here, has no
such systematic error, and the error distribution is peaked around 0.

1.4

PRODY and Sophistication

We introduce here two measures used to describe the characteristics of products
and classify them. The two observables are called Sophistication, originally proposed by Lall [16] (2006) and PRODY, proposed by Hausmann [12] (2007). Both
are based on the hypothesis that a certain product is associated to a typical level
of productivity of its manufacturers. The two measures were elaborated before
the works that led to the development of the Economic Complexity framework.
Therefore, the best proxy for the productivity level of a country is taken by the
authors to be its GDPpc. Both measures try to characterize the productivity
level of a product through the world export data. The more a country exports
a good, the more it is supposed to have a productivity level near the one associated with that good. In other words, an export is more complex the higher the
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Figure 1.6: 5-years backtesting of the SPS. a) The results of the backtesting. For
each box, the predictability is reported, defined as the rate of success in predicting the
trajectories passing by the box. More specifically, SPS is considered successful when
it is able to correctly guess the destination box of a trajectory. The dataset on which
the ED’s are trained contains data in the interval 1995-2005. b) The histogram for
relative error in the GDPpc prediction. Source: [6]

average income of its exporters. With this in mind, it is easy to understand why,
for each product, both its PRODY and Sophistication are a weighted average of
the GDPpc’s of its exporters. These are the formal definitions. For a product
p, one can define
X Ecp Yc
P
c Ecp
c
X Rcp Yc
P
P RODYp ≡
c Rcp
c

Sophisticationp ≡

(1.12)
(1.13)

where, as usual, R and E are the symbols for the export matrix and the RCA
matrix, and Yc represents the GDPpc of the country c. One can see that the
weighs are proportional to the market share in the Sophistication case, and the
revealed comparative advantage2 in the case of PRODY.
These measures naturally lend themselves to be good candidates as the monetary counterparts of the Complexity measure in the Selective Predictability
Scheme, like GDPpc is the counterpart of Fitness. For reasons of better comparison (remember that in the SPS one compares log(F itness) with log(GDP pc)),
we introduce a new index, called logPRODY , which is the weighted average of
2 The actual definition given by Hausmann in [12] is slightly different, but the definition
given here is the one commonly used throughout the literature. It also has the advantage to
be based on the tried and true Balassa index. The most important calculations in this work
have been done twice, using both definitions, and are found to yield thoroughly similar results.
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the logarithms of the GDPpc’s, where the weighs are proportional to R:
logP RODYp ≡

1.5

X Rcp log10 (Yc )
P
c Rcp
c

(1.14)

Thesis roadmap

In light of the results hitherto illustrated, this work seeks to further expand the
Economic Complexity framework to the analysis of the behavior of products.
The first thing one might ask is: can the Complexity measure be associated to
a monetary measure, to be analyzed with the Selective Predictability Scheme?
If so, one can try to understand what is the best monetary measure for this
purpose. Once we established this, we will go on to see if there is some kind of
motion in the plane defined by the Complexity and this monetary measure. If
there really is any, issues arises on how can it be characterized. The most interesting question of all is probably what causes this motion. Once one has a solid
understanding of what is happening, it can be asked whether any predictions
on the products can be made. Since the Complexity measure is interwoven with
the Fitness by the defining algorithm, it makes sense to see if one can use predictions on the trajectories of products to better understand the trajectories of
countries in the Fitness-GDPpc plane. The next section is structured along the
path just defined here, and will try to answer all of the questions we formulated.

Chapter 2

Datasets and methods
2.1

Dataset

Two datasets were used in this work. One is the BACI dataset [11], which has
been purchased from CEPII and cannot be made publicly available. However
anyone can purchase it or use a free version for research that has not gone
through data sanitation procedures [4]. These procedures are publicly available
and reported in [11]. This dataset is based on the freely accessible COMTRADE
dataset [27]. In the original dataset there are more than 200 countries and 5000
products classified according to the Harmonized System 2007 [30], spanning 16
years, from 1995 to 2010. We only took the first four digits of the classification,
yielding a set of 1131 products, and some countries have been excluded because
of poor quality of the data, only 148 were kept.
The second dataset is the one available on the NBER-UN world trade data
website [18], extensively documented in [10]. The dataset spans 36 years, from
1963 to 2000. The 1068 categories of products are classified according to SITC
rev.2 [28]. For the calculations of the present work, some products have been
merged, and some eliminated altogether either because of poor data quality or
lack of data in many years. The cleaning left 538 products. Countries have been
eliminated as well, for the same reason, leaving 158 in total. Some of them still
lack data on all years, but it’s because they either disappeared or were founded
in the time period considered (for example, consider USSR or the splitting of
Yugoslavia). Finally, six countries were eliminated because it has not been possible to find reliable data on their GDPpc, namely People’s Democratic Republic
of Yemen, Czechoslovakia, the German Democratic Republic, Yugoslavia and
the USSR. Fortunately they did not historically contribute much to the world
export (all the same, calculations not involving GDPpc have been done twice,
with and without said countries, and yielded results that are, for all practical
concerns, identical.)
Data on GDPpc has been downloaded from the World Bank Open Data website
[26], accessed on July 2015.
Finally, a note on the M matrices used in the calculations. For the Feenstra
dataset only, they were first directly calculated according to the definition provided in 1.2.1, and then stabilized through an algorithmic cleaning procedure.
This is considered to not have a relevant effect on the calculations, for two rea-
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sons. The first is that it has been estimated that typical noise in the M is about
7% on the BACI dataset, figure that is likely to be similar for NBER data,
meaning literally about seven elements out of 100 in an M matrix are wrong.
Secondly, it has been shown that measures of Fitness and Complexity are very
robust even to significant amounts of noise. [2]

2.2

Convergence in the Fitness-Complexity algorithm

We have mentioned before that the Fitness-Complexity algorithm converges to a
fixed point, but some details on how it converges are relevant to this work. What
the algorithm essentially does is to give a very good measure of the nestedness
of a bipartite network. The convergence dynamics has been studied extensively,
and it is very rich in features, which we will not all describe here. There are
a number of arguments, both numerical and analytical, reported in [20], in
support of what is claimed in this section.
The main factor determining the converge characteristics of the algorithm is
the shape of the matrix. It is known that the adjacency matrix of a nested
bipartite network can be rearranged in a roughly triangular shape, but this
concept can be further explored. We show an example M matrix taken from
the BACI dataset, in fig. 2.1. We will call diagonal the line going from the row
of the least diversified country to the column of the least ubiquitous product,
see the figure. If the area containing ones extends over the diagonal, we will
say the matrix has an outward belly. Otherwise, it has an inward belly. The
area containing ones will be called the internal area, the other containing zeros
is the external area. Mind that more accurate definitions can be found in [20],
but are not needed here.
When the algorithm is run on a matrix for n iterations, each single value of
Fitness and Complexity can follow one of three possible behaviors. Either it
converges to a finite number, or it decays as n−α , or decays as e−βn , with
α, β > 0. It has been found that, if the matrix belly is completely outwards,
meaning that the diagonal is all contained in the internal area, all the values
of Fitness and Complexity converge to finite positive numbers. If the matrix
has an inward belly, some of the values of Fitness (and therefore some of the
Complexities, which are bound by Fitness values) will converge to zero. If the
matrix can be divided in blocks so that the top part of it has an outward belly,
and other parts don’t, those Complexity and Fitness values in the top block will
converge to finite positive values, while at least some elements in the rest of the
matrix will go to zero. Relevant to this work is the fact that the two datasets
are different with respect to the M matrix shapes they show. The BACI dataset
has mostly outward-bellied matrices in all years, resulting in the fact that very
few values of the algorithm go to zero with a high number of iterations, and can
be safely ignored. The Feenstra datset matrices, on the other hand, are inwardbellied for the most part, with the result that about 10% of the calculated values
converge to zero.
The problem with this fact is that, as the algorithm progresses, the list of
countries and products ordered by descending Fitness or Complexity value tends
to change many times on the path towards the fixed point. At the fixed point,
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Figure 2.1: Example M matrix bellies. We remind that the M matrix is binary.
Here, yellows means one and red means zero. On the left, a matrix taken from the
BACI dataset, showing a clear outward belly for the most part, but an inward belly in
the lower left corner. On the right, a Feenstra dataset matrix, with an overall inward
belly, but an outward block. Source: [20]

though, some of the Fitness and Complexity values will be zero, and therefore
unorderable. To avoid this problem, a method is presented in [20], that preserves
the stability of the ranking, but begets extremely small values of Fitness and
Complexity represented as zeros because of computer precision limits, and this
will be shown to be a problem for some of the calculations done in this work.
When working on the Feenstra dataset, the stable ranking has always been used,
but the accuracy of the Fitness and Complexity measures is limited because one
has to balance the need for a high number of iterations with the difficulty of
managing extremely small values of Complexity.

2.3

Monetary measures compared

The first question one needs to ask in researching the topics in this work is what
monetary measure can be associated with products. Various ideas have been
considered; the most interesting among them are the price of the product, the
value added, and the aforementioned PRODY and Sophistication.
The first idea, prices, is impracticable as it is hard to define a price for a given
product category. Besides the problem of collecting reliable data, products in a
given category can be sold at different prices in different markets, and change
price as they follow the supply chain, giving rise to ambiguities. Additionally,
products in a same category can have substantial differences among them. The
example of product 781 of the SITC Rev.2 classification, “Passenger motor cars,
for transport of passengers and goods” is useful, as most people are very familiar
with the price difference of different makes and models of cars. Finally, prices
fluctuate very fast in response to a large number of variables, which might have
nothing to do with their measured Complexity. To use another familiar example
we can mention product 2709 of SITC Rev.2, “Petroleum oils, crude”, whose
price has been known to fluctuate in response to political events and the creation of cartels.
Value added is the difference between production costs and selling price. The
results of comparing Complexity to value added are potentially very interesting,
as in principle it would give a monetary figure accounting for the net contribution of the factors of production to the making of a product. In terms of its
operational definition, though, the measure suffers from the same problems of
prices, which are one of the two terms in the difference described above. Ad-
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ditionally, it has further problems due to the measurement of production cost,
which is not a trivial endeavor. Even so, it is an extensively studied quantity,
so in this case reliable data aggregated in categories is known to be available,
produced by major economic institutions, but only for a very limited set of
wealthy countries, and generic product categories. We had to discard the idea
for of lack of cross section data, but it is still a line of research worth pursuing
whenever better data should become available.
Finally, PRODY, logPRODY, and Sophistication are the candidates we chose.
They pose much less definition problems, as the quantities used to calculate
them are widely available and reliable. Some interesting results have already
been reported in literature, as they have been used to classify products and
make predictions [12, 16]. Since they relate to the GDPpc of exporting countries, they look like a natural counterpart for product Complexity as GDPpc is
for Fitness.
An important note: in the following, we will only mention logPRODY. This is
because most of the results one obtains exchanging PRODY, logPRODY, and
Sophistication as a monetary measure are extremely similar. Many calculations
in this work have been repeated using all three measures, and the results are
always comparable. The main difference seems to be that PRODY and Sophistication show less regularity in the results with respect to logPRODY. This is
probably due to the fact that, while logPRODY is an average on the logarithms
of the GDPpc’s, the other two measures average the exact GDPpc figure. But
the distribution of GDPpc’s across all countries spans about two orders of magnitude, and this implies that it has much bigger standard deviation than the
distribution of the log10 (GDPpc)’s, moving between approximately 2 and 4. In
general, it is not advisable to average quantities spanning so many different
orders of magnitude, and after some testing we decided to avoid mentioning it
altogether. Throughout the rest of this thesis we will only report the results
obtained with logPRODY. The reader should keep in mind that what happens
when using the other two measures is extremely similar and leads to the same
conclusions, unless stated otherwise.

2.4

Graphical visualization of data

The resulting measurements of Fitness and can be plotted onto a plane labeled
by coordinates log10 (Complexity) - logP RODY . For both datasets, figs. 2.2a
and 2.2b show the whole cloud of data obtained by plotting a point with coordinates log10 (Complexitytp ) and logP RODYtp for each product p and each year
t. On the log plots, the clearly visible vertical bands come from the iteration
algorithm convergence discussed above. On the BACI dataset, the algorithm
has been iterated 200 times to produce this figure, so the smallest complexity
value is about 10−80 . The log plot of the Feenstra dataset is actually missing
about 7% of the data, because to obtain a stable ranking the algorithm has been
iterated a variable number of times, up to 5000, giving numbers too small for
normal computer precision, that have been approximated to zero, making them
impossible to plot on a logarithmic scale.
To make sense of the dataset, it’s best to plot the points in rank coordinates,
as in figures figs. 2.2c and 2.2d. This means ranking the products each year by
logPRODY and Complexity, normalizing the rank to 1 (so that the worse-off
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products have rank about 0, and the products with highest value have rank near
1). A clear pattern emerges: most of the points are found near the diagonal,
and the density of points decreases as one moves away from it.
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Figure 2.2: Scatterplots of the datasets.
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Chapter 3

Kinematics:
characterization of the
motion
In this section, we try to characterize the motion in the rank(Complexity) rank(logPRODY) plane, the first task in the outline of this work. The basic tool
used is a vector field, explained in the next section. After that, various measurements are reported that have been useful in understanding the kinematics of the
motion. In almost all the relevant cases, the results for the two datasets used
are comparable, which is an interesting finding in itself, giving consistency to
the Economic Complexity framework and the methodologies used in this work.
Therefore, for the sake of brevity, we will report results for both datasets only
when the additional information is deemed significant or anyways relevant, with
an explicit remark about it. In all other cases the reader can assume that the
results on both datasets are equivalent.

3.1

Laminar flow

Doing a coarse-graining of the trajectories of the products in the rank(Complexity)
- rank(logPRODY) plane, to obtain a vector field, yields the results in figs. 3.1a
and 3.1b. Specifically, the plane shown in fig. 2.2c and 2.2d, containing data
points for all products in all years, has been divided into boxes. For each box, we
considered all the points contained within. The average one-year displacement
over all points has been calculated for each box. There appears to be motion
in laminar regime throughout most of the plane, with speeds getting higher as
one moves away from the diagonal. The velocities point in the general direction
of the diagonal. A sample of finer graining is shown for the BACI dataset in
fig. 3.1c, to show that the main qualitative features are preserved, but the vector
field is less regular away from the diagonal, arguably due to a smaller number
of samples per each box.
To explain why the rank coordinates have been chosen over the logarithmic ones
throughout most of this work, a sample of the average velocity field in the log
plane is reported in fig. 3.1d. The field has been calculated on the Complexity
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obtained with about 100 iterations. The dynamics is still laminar, but it’s much
harder to spot. The main problem here is that in general, the more one iterates
the algorithm, the lower is the smallest complexity value obtained. So the set
of complexities spans over a larger and larger number of orders of magnitude.
Whenever a low-Complexity product sees even a small change in its Complexity,
it shifts by a large number of degrees of magnitude in the logarithmic coordinates, generating enormous velocities and a badly behaved velocity field. In
other words, the lower the Complexity, the higher the speed on the Complexity
axis. Mind now that switching to the rank coordinates is equivalent to requiring
that each product is equally spaced from the previous one and the next one in
the ranking1 . Ranking therefore forces the velocities to be of comparable order
of magnitude, allowing a more dependable measure for comparisons. To achieve
this on the log plane, one could probably scale the displacement by a number
that is function of the order of magnitude of both the starting point and the
final point of the displacement. But this throws a shadow on the comparability
of two velocities sampled in different parts of the plane, so it has been avoided.

3.2

Properties per box

A first approach to the characterization of the motion is to examine its properties
after dividing the rank(Complexity) - rank(logPRODY) plane into a grid of
boxes, in the spirit of the Selective Predictability Scheme. Most of them are
calculated on the empirical distributions for a box, defined in section 1.3.

3.2.1

Density

What we will call density is just the number of points inside each box. It
is useful to understand quantitatively how much does the density drop when
moving away from the diagonal. Notably, the reliability of averages per box,
heavily used throughout this work, depends on the number of samples in the
boxes, i.e. the density. From fig. 3.2 one can see that the results are very similar
for the two datasets. Densities span about 3 orders of magnitude, are generally
higher on the diagonal, very high in the bottom left and top right corner, and
finally very low in the other two corners.

3.2.2

Concentration, Entropy and Herfindahl index

Concentration has already been defined in section 1.3. We repeat the definition
here:
nb
− 1
(3.1)
Cb ≡ Nb 1Nb
1 − Nb
nb is the number of nonempty boxes in the ED, and Nb the total number of
points in the b-th box. C is equal to 0 when the ED is concentrated in one box,
and tends to 1 when the ED spreads out on many different boxes, i.e. as nb
approaches Nb .
1 This fact entails one useful notion to keep in mind. If one divides the ranked coordinates
graph into an arbitrary number of columns(rows), the number of elements in each column(row)
is the same.
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Figure 3.1: Average velocity fields. The fields are plotted over the dataset, in light gray, to give a better overall picture of the motion. Vectors
are in 1:3 scale to enhance readability.

(c) Finer graining of the average velocity field, BACI dataset. Notice how
(d) Sample of a velocity field calculated on the logarithmic coordinates
the field is less smooth far from the diagonal. We believe this to be an
plane. The bad behavior of the field is discussed in section 3.1
effect of smaller samples in that area.
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(b) Logarithm of the density, for the BACI and Feenstra dataset.
Figure 3.2: Density measures.
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Entropy per box is defined like a regular measure of entropy on a distribution
in information theory, where the distribution is the ED of the box, i.e. as
X
Sb ≡
−pb,i log(pb,i )
(3.2)
i

where b indicates the box, and the pb,i ’s are the probabilities associated with
each destination box in the empirical distribution, that is the number of points
in each bin of the ED divided by Nb . As any usual entropy measure, it ranges
from 0, when the distribution is concentrated in a single pb,i , to a maximum,
equal to the entropy value for the flat distribution.
Another way to measure the broadness/peakedness of the ED’s is the normalized
Herfindahl index, H ∗ , defined as:
Hb∗ ≡

Hb − 1/Nb
,
1 − 1/Nb

where H is the Herfindahl index,
X
Hb =
p2b,i ,
i

X

pb,i = 1,

(3.3)

(3.4)

i

b denotes the box, pb,i ’s are the probabilities in the empirical distribution of
box b, and Nb is the number of points in the box. The Herfindahl index was
originally a measure of competition in a market [21], but it can be generally used
to measure how much a discrete distribution is concentrated. H ranges from 1,
when one of the pb,i ’s is equal to one and all the others are zero, meaning that
the distribution is extremely concentrated, to 1/N, where pb,i = 1/N ∀i. The
lower the value, the more the probability is distributed among the possible pb,i .
H ∗ ’s definition is a way to stretch the range of H to the interval [0, 1], so that
the Herfindahl index calculated over samples of different size are comparable.
Concentration is not very informative, because of the high number of points and
increasing density towards the diagonal. In fact, here Nb ranges from about 10 to
103 , while nb is forced between 1 and 102 . For high numbers of Nb , concentration
tends to the ratio nb /Nb , resulting in the observed low levels on the diagonal,
and higher levels towards the corners, as can be seen in 3.3.
Entropy and Herfindahl index basically say that the ED’s are spread roughly
the same way for most of the boxes. The ED’s in the corners and on the borders
appear to spread out less than the rest, but it is mostly because the edges of
the plane put constraints on the motion of points in these regions. To give a
sense of how the ED’s are shaped, figure 3.3 reports some samples from the
BACI dataset. The ED’s are more and more symmetrical as one moves towards
the diagonal, resulting in lower average velocities measured. Away from the
diagonal, the ED’s tend to spread in the general direction of the diagonal, with
the spread being stronger as one moves towards the edges of the plane. This is
reflected in the velocity field as well.

3.3

Finite-size effects

There is the possibility that the highest velocities in the rank(Complexity) rank(logPRODY) plane are a finite-size effect. As we have seen in 3.2, the
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Figure 3.3: Box properties of ED’s, sample ED’s. Top: Measures of Entropy,
Herfindahl index and Concentration measures per box, discussed in section 3.2.2. Bottom: Sample ED’s from the BACI dataset. Three areas can be qualitatively distinguished on the plane, depending on their distance from the diagonal; we marked them
with different colors in the left panel. On the diagonal, marked in green on the left
panel, the ED’s are spread in all directions equally, and tend to be less and less spread
as one gets near the diagonal’s extremities. In the space between the diagonal and
the corners, marked in yellow, the ED’s tend to spread in the general direction of the
diagonal. In the corners, marked in orange, the ED’s are markedly spread towards the
opposite side of the plane.
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density decreases as velocity increases. We explored the consequence of further
reducing the number of samples used to calculate the average velocity field, to
see whether there are any changes in it. Specifically, we first traced a grid on the
plane. In each box containing more points than a given number m, we selected
exactly m points at random, and calculated average velocity for said box with
these, discarding the others. Most of the information here is qualitative: we plot
the low-sampled fields in fig. 3.4. One can see that the velocity field is robust to
this process of removing samples, up to an m of about 50. For lower values of m
we witness more and more disorder in the once laminar zones, that we can safely
interpret as noise by finite effect. This is interesting, because it speaks about
the reliability of velocity measurements in the low-density boxes located in the
corners. In these zones, we cannot interpret the reduced regularity of the laminar
flow in terms of noise, because we don’t have a better-sampled measurement to
compare with. Nonetheless, operating under the hypothesis that these velocities
are the result of low sampling and comparing with the effect of reduced sampling
on the rest of the plane, one could estimate the expected error and measure the
confidence on the problematic velocities.

3.4

Motion on the diagonal

On the diagonal, the average velocities appear to be smaller. But this does not
give any information about the velocity of the individual points inside each box.
It could be that the products actually move quite fast, but in random directions,
yielding zero average. We used the standard deviation of velocity per box σ(v),
represented in fig. 3.5a, as an estimator for the speed of individual points. We
can see that the velocities are indeed smaller on the diagonal. The standard
deviation appears to be lower where average displacements |h~v i|b are smaller,
i.e. on the diagonal. This is shown in fig. 3.5b. A scatterplot of the average
velocity |h~v i|b versus the average module of the displacements per box, h|~v |ib
confirms that indeed the products tend to move slowly on the diagonal, and
generally wherever average velocity is small, see fig. 3.5b. This confirms that
the motion of the products is generally slower on the diagonal, and faster as one
moves away from it.

3.5

Displacements over more than one year

All the calculations done up to this point considered only one-year displacements
of the products. Does the motion remain stable if one considers displacements
over a longer ∆t time interval? it appears to be so. As one increases ∆t, the
measured average velocity fields appear to be qualitatively similar, as shown
in fig. 3.6. A more quantitative analysis shows that the average and median
module of the velocity field increases with ∆t up to a maximum, decreasing
after that, see fig. 3.6a. This is probably due to the constraints imposed by the
ranking. The coordinates are bound to the [0, 1] interval, therefore imposing a
bound on maximum velocity. A random walk model in future work could give
indications about this.
Nonetheless, the velocity field keeps its shape. The effect of increasing ∆t is
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Figure 3.4: Average velocity fields calculated with reduced sampling, Feenstra
dataset. For each box exceeding m samples, we calculated the average velocity by
considering only m randomly selected data points. Here we show the results for m =
100, 50, 25, 15. The density of samples is plotted as the fill color of the boxes. The
measurements become more and more unreliable as m decreases, as expected.
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(a) Standard deviations of velocity per box, represented in a heatmap. Left:
the standard deviation of the modules of velocity along the Complexity axis. Center:
the standard deviation of the vectors. Right: standard deviation of the modules of
velocity along the logPRODY axis
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(b) Left: Average velocity versus standard deviation of velocities per box. Right:
Average velocity versus average module of the velocities per box.
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analogous to multiplying all the vectors of the field by a constant number. The
velocities per box calculated at different ∆t’s are related to each other by a
linear relationship, as shown in fig. 3.6. The correlation decreases with ∆t,
but it’s never negligible. One should bear in mind that, as ∆t increases, the
number of available displacement samples decreases, and so does the reliability
of per-box averages.

3.6

Breakdown per product category

A first attempt to find regularities in the motion relied on the classification of
products in the BACI dataset. We divided the products in the 16 main categories of the Harmonized System, which are indicated by the first two digits of
the product. We report them in the following table, along with the number of
points in each category and the percentage on the total.
Code and desctiption
01-05 - Animal and Animal Products
06-15 - Vegetable Products
16-24 - Foodstuffs
25-27 - Mineral Products
28-38 - Chemicals and Allied Industries
39-40 - Plastics / Rubbers
41-43 - Raw Hides, Skins, Leather, and Furs
44-49 - Wood and Wood Products
50-63 - Textiles
64-67 - Footwear / Headgear
68-71 - Stone / Glass
72-83 - Metals
84-85 - Machinery / Electrical
86-89 - Transportation
90-97 - Miscellaneous
98-99 - Service

Number
656
1536
816
1024
2592
672
176
720
2432
304
976
2208
1904
592
1488
0

Percentage
0.03
0.08
0.04
0.05
0.14
0.03
0.00
0.03
0.13
0.01
0.05
0.12
0.10
0.03
0.08
0

For each category, we plotted the data on the rank(Complexity) - rank(logPRODY)
plane divided into a grid, and we evaluated a density per box, i.e. the number of
products of that category in a given box. After that, we normalized the category
density with the total density per box, described in section 3.2.1. We obtained
a relative density per box: its value is equal to the percentage of products of
a given category in a given box. We show the results in fig. 3.7. It is clear
that some typologies of products are found prevalently in some areas of the
rank(Complexity) - rank(logPRODY) plane. For example, the Machinery category extends on the higher end of the complexity spectrum, and the Vegetable
and Foodstuffs categories on the lower end, as one might expect. We have not
been able, though, to devise an explanation for the behavior of graphs that are
strongly asymmetric with respect to the diagonal.
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(a) Left: Velocity field with one-year displacements. Right: Comparison of properties
of the average velocity fields with varying ∆t: average, median and minimum velocity
of the field.
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Figure 3.6: The velocity field calculated with different displacements keeps
its shape. Feenstra dataset. Here on the left we show the average velocity field
calculated for different time displacements (∆t = 1, 5, 10 years), for visual comparison.
On the right, a scatterplot of velocity modules, to compare the ∆t = 1 field with the
other two. The vector fields are not represented to scale with each other. The direction
of the field is generally conserved, and the velocities scale in module. The correlation
between fields decreases as ∆t increases, due probably to smaller sampling.
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Figure 3.7: Breakdown per product category. Figure shows the relative density
of a category of the Harmonized System in the rank(Complexity) - rank(logPRODY)
plane. The relative density is the percentage of products of a certain kind in a given
box.
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Export matrix gap in the Feenstra dataset

For the Feenstra dataset, we have found a relevant feature that needed clarification. As shown in fig. 3.8, in the set of values of the E matrix there is an
abrupt change of standard deviation in year 1983. The cause is clearly visible
in the same figure: when we go from 1983 to 1984, almost all values under 100
are cut away. This is documented in [10], as the dataset has been created by
joining two different batches of data covering respectively 1963-1983 and 19842000. Nonetheless, the change is visibly reflected in the RCA distribution, and
therefore in the M matrix, so it could have an impact on Fitness and Complexity
measures.
To check whether this is the case, we calculated (for every year) the R matrix
with the original E and a Rcutof f matrix with a modified E where we set to 0 all
elements with value under 100. We obtained two different R’s, which we subtracted from each other. The distribution of R − Rcutof f dramatically changes
before and after 1983. Before, a significant part of its elements is larger than
1, with some elements getting up to 100. After 1983 it is peaked on 10−6 , with
a small fraction of its elements larger than 1, see fig. 3.9, meaning that most
elements of the R matrix are affected little by the cutoff imposed onto the data.
We proceeded to calculate all elements of the M matrix with and without the
cutoff, and count the percentage of different elements. In fig. 3.10, we see that
the number of different elements is never higher than 2%, tends to get lower as
we approach 1983, and drops to about zero from 1984 on. This is much less than
the estimated 7% noise in the M matrix, mentioned in [2], and as long as it is
distributed randomly across the matrix, it is expected to be negligible. Except
that it is very difficult to devise a way to evaluate whether these changes are
distributed randomly.
To evaluate the influence of the cutoff on Fitness and Complexity measures,
we ran the algorithm on the data (about 300 iterations) with and without the
cutoff, obtaining (Fc , Qp ) and (Fc,cutof f , Qp,cutof f ). For each year, Fitness and
Complexity measures can be represented as vectors with dimensionality equal
to, respectively, the number of countries and the number of products. We
compared the results for data with and without the cutoff by calculating the
euclidean distances between the corresponding Fitness and Complexity vectors,
divided by the dimensionality of the vectors, i.e. |F~ − F~cutof f |/dim(F~ ) and
~ −Q
~ cutof f |/dim(Q).
~ Since in this case the values of Fitness and Complexity
|Q
span about 150 orders of magnitude, we compared the vectors containing the
ranking, to give equal weigh to all values (only changes in elements with large
values would have been relevant otherwise). The results are shown in fig. 3.11.
To give an idea of how the results change if we apply the cutoff, a comparison
is shown in fig. 3.12. The most interesting finding is that lower ranked elements
tend to shift more than the others. The cause of this effect will be investigated
further in future works.
We concluded, therefore, that the difference caused by the cutoff can not be ignored, and drives a wedge between data collected up to 1983 and from 1984 on.
The next natural step is asking whether this gap affects somehow the kinematics
of the motion in the rank(Complexity) - rank(logPRODY) plane. To answer this
question, we compared the average velocity field obtained from 1963-1983 data
with the one obtained from 1984-2000. From a qualitative point of view, the
two velocity fields share the same dynamics. Velocities are higher as one moves

Figure 3.8: The gap in the export matrix. Top row: Shape of the distribution of all values in the export matrix in years 1963, 1983, 1984,
2000. A clear difference is visible after 1983: values under 100 almost disappear. Middle row: This is reflected in the standard deviation of the
distributions, abruptly drops in 1963. This causes a drop in the RCA distribution as well, as shown in the rightmost plot. We reported the dropping
number of elements with value > 1 in the R matrix as well, as this is the threshold of the M matrix. Bottom row: The distributions of the RCA
matrix; over time the shapes tend to develop a sharper peak.
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Figure 3.9: The distribution of values for log10 (|R − Rcutof f |) in years 1965 (before
the gap) and 1985 (after the gap). The increase in the number of values < 1 in the
(R − Rcutof f ) matrix is clearly visible from these plots.
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Figure 3.10: Comparison between the M matrix calculated with and without the cutoff.
The percentage of different elements is never higher than 2%, decreasing over time.
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Figure 3.11: Average difference in ranking for Fitness and Complexity calculated
with and without the E matrix cutoff. We treated each year’s batch of rank(Fitness)
and rank(Complexity) measures as an n-dimensional vector, calculated the euclidean
distance, and divided by n to account for the different dimensionality and have comparable measures. We can see that the cutoff has a bigger effect on Complexity than
Fitness as discussed in fig. 3.12. Notably, the distance tends to decrease as one gets
nearer 1983 from the left.
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Figure 3.12: Comparison rank(Fitness) and rank(Complexity) calculated with and
without the E matrix cutoff, for year 1968, the year with the biggest average difference.
Overall, lower rankings tend to be more affected by the cutoff. Complexity changes
more than Fitness does, with some products moving to substantially higher positions,
and this happens for every year.

away from the diagonal, and point towards its general direction, see fig. 3.13. A
comparison of the directions of the velocities, measured in radians with respect
to a fixed angle, shows good accord, see fig. 3.14. Comparing the moduli of
velocities has a much worse result though, as we see from the same figure. We
believe the differences are due to finite sampling, as they don’t follow a clear
spatial pattern, as we can see from fig. 3.15. The distribution of differences in
velocities is skewed towards the left, and this causes the 1984-2000 average over
all of the field to be lower than that of 1963-1983. Not knowing the underlying distribution, it is hard to test whether the two averages are compatible.
Therefore the two velocity distributions have been tested for compatibility with
a two-sample Smirnov-Kolmogorov test, which needs no assumption on the distribution shape [9], see fig. 3.16. The result of the test is that the distributions
are compatible with the hypothesis of being drawn from the same population.
Nonetheless, we believe further inquiry is needed to definitely settle whether the
negative skew in the differences distributions is really caused by a change of the
kinematics of the products’ motion and why. The analysis performed generally
suggests, though, that the two velocity fields are indeed comparable with each
other, and the whole dataset does not need to be split into two in order to examine the motion in the rank(Complexity) - rank(logPRODY) plane. In future
works, we plan to further explore the consequences of putting a cutoff on the
export matrix data, in order to better understand the stability of the Fitness
and Complexity measures with respect to this kind of change.
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Figure 3.13: Comparison between the average velocity fields calculated for 1963-1983
and 1984-2000. The two fields are both scaled to the same 1:3 ratio, to allow for
better visual comparison. Qualitatively, the two velocity fields share the same laminar
dynamics. Velocities are higher as one moves away from the diagonal, and point
towards its general direction, like all the other velocity fields examined in this work.
The fields become more and more irregular moving towards the corners opposed to
the diagonal, but one should mind that the sampling is extremely low in these regions,
due to the splitting of the dataset in approximately two halves.

Figure 3.14: Quantitative comparison between the average velocity fields calculated for
1963-1983 and 1984-2000. The directions show good accord, as can be seen in fig. 3.13
as well. The velocities, though, are much less correlated. Note that the biggest outliers
are found in boxes that have high velocity, low number of samples.
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Figure 3.15: Spatial distribution of differences in velocity moduels. The differences
are computed in percentage. A negative difference means that the velocity is lower
in the 1984-2000 interval than in 1963-1983. The lowest value represented is -300%,
to enhance readability, but note that there is one data point that is lower than that.
There appears to be no spatial pattern in the differences, suggesting that they are not
due to a systematic change in the kinematics of the motion.
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Figure 3.16: Left: Distribution of differences in the two velocity fields. The differences
are computed in percentage, and negative difference means that the velocity is lower
in the 1984-2000 interval than in 1963-1983. The distribution is skewed to the left.
Right: A comparison of cumulative distribution of the velocities in 1963-1983 and
1984-2000. The horizontal axis is cut at 0.3 for readability, but there actually is
one more data point at 1. A Kolmogorov-Smirnov test cannot reject the hypothesis
that the samples have compatible distributions. This suggests that the differences are
originated by finite sampling, but we believe more investigation is still needed.
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Chapter 4

Dynamics: what causes the
motion
Here we try to answer the second main question posed in this work. We propose one possible explanation for the motion observed in the rank(Complexity)
- rank(logPRODY) plane, that we will call the potential exporters ansatz.
First of all, one needs to distinguish between the zone above the diagonal of the
rank(Complexity) - rank(logPRODY) plane, where products move downwards
along the logPRODY axis, and the zone under it, with products that generally increase their logPRODY. Let us pick a product p above the diagonal: it
generally has high logPRODY, therefore it is mostly exported by high GDPpc
countries, that are likely to have high Fitness (as it is known that Fitness is correlated with GDPpc). Hence, countries that still don’t export p are more likely
to have low GDPpc and Fitness. It is known that the M matrix is triangular,
which means that low-Complexity products tend to have high ubiquity, and to
be exported by both advanced and poorly developed countries. It is also known
that countries tend to diversify their exports [8]. We can roughly suppose that
the probability to start exporting p is the same for all the countries that are
not its exporters. But the set of all countries that don’t export p is biased
towards low-GDPpc countries, therefore the next exporter of p is likely to have
a GDPpc lower than its current logPRODY. In conclusion, products above the
diagonal are just those products for which, in a given year, the export distribution is skewed towards high-GDPpc countries. In time they tend to converge to
a more balanced distribution, that has necessarily a lower logPRODY.
The mechanism that increases the logPRODY of products under the diagonal is
different. Let us assume p is now a product found under the diagonal. It means
that it is a high-Complexity product, exported by prevalently by countries with
low GDPpc. The probability to start exporting p, now, can no more be thought
to be approximately equal for all countries. In fact, there is a minimum level
of fitness needed to export a product of a given complexity. This reduces the
set of potential exporters to countries with Fitness, and roughly GDPpc, over
a certain threshold. The next exporter of p is likely to be a country with high
Fitness and GDPpc. This will tend, in time, to drive up the logPRODY for p.
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Ubiquity, kurtosis and entropy as proxies
Ubiquity

One simple consequence of the ansatz explained above allows a very simple preliminary test for it. If this is the mechanism generating the motion, then the
motion is driven by a change in the set of exporters of a product. The roughest
measure of this set is the ubiquity. Therefore, we divided the rank(Complexity)
- rank(logPRODY) plane into four quadrants, and plotted the distribution of
ubiquity for all the points contained in each quadrant, reported in fig. 4.1a. In
the left half on the plane (low end of the complexity spectrum), the distribution of ubiquity seems to have a markedly fatter tail in the lower quadrant.
Apparently, there are more high-ubiquity products in this quadrant respect to
the one above it. Remembering that, in the top left quadrant, velocities point
downwards, suggests that products move towards a zone of higher ubiquity. For
the right part of the plane (high half of the complexity spectrum), instead, the
situation is reversed, although the tails are much less marked. This is probably
due to the fact that, in general, high complexity products have low ubiquity.
Since in the lower right quadrant velocities point generally upwards, it seems
products do move from a zone with lower ubiquity to one of higher ubiquity
in the right part of the plane as well. The finding supports the idea that the
motion is driven by changes in the set of exporters.
Another interesting piece of information pointing towards the validity of our
ansatz is that as one plots the average ubiquity per box over the velocity field
on the rank(Complexity) - rank(logPRODY) plane (fig. 4.1b), the general trend
is that the velocity vectors tend to point from areas of lower ubiquity towards
areas of higher ubiquity. In other words, following the flow lines of the velocity field leads to areas of higher ubiquity. This too supports the idea that the
products move because of new exporters entering their markets.

4.1.2

Finer analysis of the exporter set

To have a more detailed picture of the situation, we now need to turn to the
values of the R matrix. Up to now we only considered the M matrix, which
is just a threshold of R, allowing us to roughly distinguish between exporters
and non-exporters of a product. The logPRODY, though, is a weighted average
controlled by the columns of R. The proportions between R elements are crucial
if one wants to connect the shape of the exporters set of a product with its
logPRODY.
Let us examine the consequences of our ansatz on the values of R. Let us suppose
the process with which a product adds a new exporter is fairly regular: for a
given Complexity value Qp of product p, there is a minimum Fitness value
Fmin (Qp ) needed for a country to be able to export p. If on the long run all the
countries tend to their maximum possible diversification, i.e. tend to occupy all
the accessible products in the product space, then if we wait long enough all the
countries c with fitness Fc > Fmin (Qp ) should start exporting p in a relevant
amount.
Whether the product p is exported or not, and in what amount, is reflected in
the logPRODY weighs, i.e. the values in the p-th column of R, normalized to
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Ubiquity distribution per quadrant, BACI dataset
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(a) Distribution of ubiquity in the four quadrants of the rank(Complexity)
- rank(logPRODY) plane. Here we report how many products have a given value
of ubiquity, for each quadrant of the plane. In the two left quadrants, the motion is
generally downwards, and it is clearly visible that the tail of the distribution in the
lower quadrant is fatter than the other. In the right part of the plane, the reverse is
true. Albeit to a lesser extent, the upper distribution has a fatter tail, and the average
velocity field points upwards. This supports the hypothesis that motion in the plane
is driven by a change in the number of exporters for a given product.

Average ubiquity vs average velocity, BACI dataset
0
1

1

rank(logPRODY)

33
30
27
24
21
18
15
12
9

0

rank(Complexity)

(b) Average ubiquity per box. The general trend of the velocity field to point
towards areas of higher ubiquity is visible. This is further support for the ansatz that
changes in the exporters drive the motion on the plane.
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1. Now, R is defined as:
Rcp =

PEcp
j Ecj
P
E
P k kp
lm Elm

(4.1)

where E is the export matrix. Let us suppose the
of this fraction
P denominator
P
varies slowly enough to be considered constant: k Ekp / lm Elm ∼
= cost. Even
if this does not happen, the denominator is the same throughout each column,
and its influence on the weigh of the logPRODY is lost when the column is
normalized
P to 1. Ridden of the denominator, the change in the R is driven by
the Ecp / j Ecj ratio, i.e. share of product p in the total export of country c.
From the point of view of a product p, the set of its exporters is described by
the distribution of values in the p-th column of Rcp . These distributions are
usually peaked on the zero (we report a plot of typical distribution shapes in
section 4.1.2), because of the many countries that don’t export p at any given
time. The maximum ubiquity found in each dataset is about half the number
of countries. This implies that, for each product, at least half the R values in
its column are in [0, 1]. If there are any countries that could potentially export
p but still don’t, the assumptions done above imply that, given enough time,
some of the lowest values of the R will move out of the [0, 1] interval. In other
words, the distribution of values in the p-th column of the R will be less and
less peaked around the zero, and will develop a tail on its right.

4.1.3

Towards a measure of the exporter set’s shape

In order to measure this variation, we have considered three quantities, which
can be calculated for each product p, each year. The first two measures considered are the well-known skewness and kurtosis of a distribution. We calculate
them over the p-th column of the R matrix, which we will call the R exporter
set distribution.
These are respectively the third and fourth measure of a distribution. Skewness
measures how much a distribution is skewed to the right (if positive) or to the
left (if negative) of its mean [15]. The larger the value, the fatter the distribution tail is. A zero skewness implies a symmetrical distribution. Kurtosis
can be interpreted to measure the heaviness of the tail of a distribution [15]. A
normal distribution has exactly zero kurtosis1 . Distributions with kurtosis less
than zero have absent or very thin tails, and are usually gently peaked around
the mean. A kurtosis higher than zero signals fat tails and a sharp peak around
the mean. The higher the kurtosis, the fatter the tails.
Because of the characteristic shapes of the R exporter set distributions, strongly
peaked on zero, with all positive values and a tail on the right, we generally expected high positive values of both sample kurtosis and sample skewness. We
also expected sample skewness to be positively correlated with sample kurtosis,
as for a distribution with that shape, they both essentially measure how many
elements are in the tail. This does indeed happen, as for all practical purposes
1 Actually there are two ways of calculating kurtosis. One of them is to just calculate the
fourth moment of a distribution, which is by definition positive. For a normal distribution,
this calculation yields a kurtosis equal to 3. The method we employed, sometimes called
normalized or excess kurtosis, subtracts 3, obtaining zero kurtosis for a normal distribution.
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Figure 4.2: Samples of R distributions for products. We report five distributions
of the R column values for different products. The values have been binned, obtaining
a discrete distribution. Notice the vertical axis is logarithmic in the plots. In all cases,
a huge peak is clearly visible on the first bin, and a tail extending to the right. The
dashed line indicates the height of bins with only one element in them.
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Average kurtosis and skewness, BACI dataset
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Figure 4.3: High correlation between sample skewness and kurtosis. We report
here the correlation between average kurtosis per box and average skewness per box.
The linear fit is accurate enough, for typical values of average skewness and kurtosis,
that we can safely consider them to be linearly related. This plot suggested that
we could check the validity of the ubiquitous relation between skewness and kurtosis
described in [7]. The test is further described in the Appendix, chapter B.

of this work, sample skewness and kurtosis are so well correlated that it is possible to indifferently use one or the other. The result is shown in section 4.1.3.
Incidentally, we noticed that data allows for a possible test of an ubiquitous
relation between sample skewness and kurtosis, that seems to uphold in many
fields of complex dynamics. This is explained further in appendix B.
We plotted the average sample kurtosis per box on the rank(Complexity) rank(logPRODY) plane, shown in fig. 4.4. The laminar field appears to push
towards areas of lower sample kurtosis, but this time in a much more systematic
way. Sample kurtosis is poorly correlated with the module of average velocity.
An interesting result appears if one calculates the average change in sample
kurtosis per box, i.e. averages the 1-year change in kurtosis over all products in
a box. There seems to be a threshold value of sample kurtosis per box. Boxes
that have an average sample kurtosis less than about 90 seem to have a positive
average change in kurtosis, while those over the threshold value show a negative
change. See fig. 4.4 and fig. 4.5.
The third quantity used to measure the shape of the exporter set is the entropy calculated over the binned R exporter set distribution. For each product,
we considered the values in the corresponding column of the R matrix, and calculated their distribution. The definition is that of an entropy in information
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Average kurtosis, average velocity, BACI dataset
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Figure 4.4: Left: Average sample kurtosis per box. The velocity field is represented
as well. Here the field points towards areas of lower sample kurtosis, and the velocities
appear higher where the kurtosis is higher. Right: Percent change in average sample
kurtosis per box over time. We calculated the percent changes in kurtosis for each of
the products in a box, and averaged over it. The values have a clear spatial pattern,
which looks as if it were complementary to that of average sample kurtosis per box,
to the left. The reason is explained in fig. 4.5. We don’t report measures of skewness,
as the results are essentially indistinguishable.
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Figure 4.5: Average sample kurtosis per box versus its change over time.
Here we plotted the data of figures fig. 4.4 for comparison. There seems to be a
threshold for sample kurtosis, at a value of about 90. When under it, the kurtosis
tends to grow. When over, it tends to decrease.
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theory, i.e. for a product p:
Sp = −

X

xp,i log(xp,i )

(4.2)

i

where xp,i is the empirical probability. The specifics of how the values are binned
are not very influential in the relative values of entropy; this is further examined
in appendix A. The entropy appears to be well correlated with ubiquity, see
fig. 4.6a. An argument to explain this phenomenon is given in chapter A as
well. A heatmap plot of entropy per box is nearly identical to that of ubiquity,
so it has not been shown, and there is no apparent relation between average
entropy per box and its change over time. The interesting finding is that there
appears to be an inverse correlation between entropy and velocity, albeit not a
very strong one. The relation appears to be a power law with negative exponent
of about 4, see fig. 4.6b. This correlation though appears to be valid only for the
box-average measures of velocity and entropy, and not directly for individual
products.

4.2

Herfindahl field

4.2.1

Herfindahl index

Ubiquity, kurtosis and entropy all appear to be somehow related to the shape
of the velocity field, but are quantities of difficult interpretation. It is hard
to pinpoint their precise meaning. What they all have in common, though, is
that they seem to be related to the number and differentiation of exporters of
a certain product. When a new exporter enters the market for a given product,
all three quantities are expected to increase. There is, though, a tried and true
index in economics that has an analogous behavior, but also a straightforward
interpretation: the Herfindahl index. Commonly known as a measure of concentration of a distribution [21], it is used to evaluate consequences of mergers
and acquisitions on markets, concentration of income over households, industrial
output, etc. We have already used it in this work, so we refer to section 3.2.2
for further explanation.
For each product p, at each year, we calculated the Ematrix Herfindahl index
Hp and the normalized EHerfindahl index Hp∗ on the distribution sc,p of market
shares of exporter countries. In formulas:
Ecp
,
sp,c ≡ P
c Ecp
X
Hp =
s2c,p ,

(4.3)
(4.4)

c

Hp∗ =

Hp − 1/Np
,
1 − 1/Np

(4.5)

where Ecp is the export matrix. An alternative version of the Herfindahl index
has been calculated as well, which we will call the RCA Herfindahl index, obtained by substituting E with R, the RCA matrix. We remind of the peculiar
nature of the Herfindahl index, which is high when the concentration of the
distribution is high as well. For our distributions, N is on average about 93 in
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Entropy vs Ubiquity, BACI dataset dy1
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(a) Correlation between average entropy and ubiquity per box.
These two quantities seem to be well correlated. Therefore, we will not report
the plot of average entropy per box, as it is qualitatively very similar to that
of average ubiquity per box. An argument to explain this correlation is given
in the Appendix, chapter A.
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(b) Correlation between average velocity and average ubiquity. The two
measures appear to be correlated via a power law. On the left the logarithmic plot,
and on the right a plot with linear axes. The power law fits with an exponent of about
4.2.
Figure 4.6: Results for entropy.
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the BACI dataset, and 63 in Feenstra. Therefore, for all practical purposes,
H∗ ∼
= H, as a simple Taylor expansion will show. All calculations have been
done with the normalized index as it lets us compare values taken from distributions with different N ’s. Nonetheless, we have not been able to measure
any significant difference, for the results exposed in this section, by switching
H with H ∗ .

4.2.2

Vector representation of the exporter set

The Herfindahl index is also a useful choice because it lets us give a vector
representation of the exporter set of a product. There are two ways of describing
the exporter set of product p at a certain time. One is to calculate the shares
of all countries in the total world export of p. The other consists in normalizing
to one all the values in the p-th column of the R matrix, which measure the
relevance of p as an export for each country.
In both cases we end with N
PN
positive numbers si , adding up to one:
s
=
1, where N is the number of
i
i
countries. We can consider these numbers as the components of a vector ~x in an
N -dimensional space. The resulting vector will have squared modulus equal to
the Herfindahl index, |~x|2 = H. It will be constrained to move on the (N − 1)PN
dimensional surface defined by i si = 1 and si >= 0 ∀i. Its direction will
be closer to that of the axes representing its most important exporters. The
two vectors, ~xE obtained from the E matrix and ~xR from R contain almost all
the information we have about world export of product p at a given time (the
only exception is the total world export of product p, which disappears in the
normalization of the R matrix). For this reason we will call them the R and E
market vectors. Note again that the squared moduli of the ~x’s correspond to
the non-normalized Herfindahl index, from which we can extract information
that we will now examine.

4.2.3

Herfindahl field drives the motion

We calculated the average EXM Herfindahl per box in the rank(Complexity)
- rank(logPRODY) plane, which we will call Ĥ E , represented in fig. 4.7. The
first striking feature is that, the further one goes from the diagonal, the higher
the Herfindahl index measured, corresponding to a higher concentration of the
market shares. It also appears that, taking each column of the plot, along
the logPRODYaxis, the measured velocity field points from higher Ĥ E areas
towards lower Ĥ E areas of the column, as if it were obtained by differentiating
a potential. A similar feature appears, although less markedly, if we divide the
grid into rows. fig. 4.8a shows what we get when we evaluate the derivative of
Ĥ E on each column, i.e. only on the logPRODY axis, which we will call y. The
field obtained, −∂ Ĥ E /∂y seems to be comparable with the measured velocities.
The comparison is less and less accurate as one moves away from the diagonal.
The differences seem to be driven by the fact that the field is progressively
less smooth as one moves away from the diagonal. But we have seen before
that the density of points per box decreases dramatically as distance from the
diagonal increases, see section 3.2.1 and 3.3. It is sensible to hypothesize that
the irregularities in the field are due to low statistics in the corners of the
plot, as it is known that smaller samples tend to generate more extreme values.
If it is so, then it makes sense to apply a smoothing of the field, assuming
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EXM Herfindahl vs velocity,
Feenstra dataset
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Figure 4.7: Average Herfindahl index per box, with average velocities. For
each product each year, it is possible to calculate the Herfindahl index on its market share. We averaged the Herfindahl index of all the products in a box on the
rank(Complexity) - rank(logPRODY) plane and represented the resulting diescrete
field Ĥ E in this plot. We superimposed the average velocity field for comparison. The
general trend seems to be for velocities to point from zones of higher Ĥ E to zones of
lower Ĥ E . The feature is particularly visible if one considers the columns separately,
and the movement along the vertical axis only, or else the rows and the movement on
the horizontal axis.
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that the spatial average of the measured field is more accurate than the values
measured point by point. fig. 4.8b shows the field smoothed by gaussian kernel,
which we will call H E . The derivative taken along the logPRODY axis only is
shown on top. The obtained derivative, −∂H E /∂y looks much more like the
measured velocities. Let us evaluate quantitatively the similarity. Figure 4.9
is a scatterplot of the measured average velocity along the logprody axis, v̂y
versus the gradient of the smoothed field. There appears to be a linear relation
between the two quantities. This suggests that we can describe the results of
fig. 4.9 with:
∂H E
(4.6)
v̂y = −ky
∂y
where ky is the scaling factor between gradient and velocity. The biggest outliers
in both datasets, which have been removed from the estimate of the fit, are
found in the low logPRODY high Complexity area, because the maximum in the
Herfindahl index is not exactly in the lower right corner. The same procedure
has been repeated on the Complexity axis, which we will call x, taking the
gradient of the smoothed field by rows. A linear relation between the gradient
−∂H E /∂x and measured velocities on the x axis, v̂x has been found as well,
albeit weaker. It is reported in fig. 4.10. We describe this relation with
∂H E
.
(4.7)
∂x
Since we consider the velocity field to suffer from the same low statistics problems of H, we calculate a smoothing of the velocity field as well, that we will call
~v . Figure 4.11 compares the vector field obtained from gradient of the Herfindahl index, scaled with the coefficients taken from the linear fits shown before,
with the measured average velocity field. The results for the RCA Herfindahl
index H R are reported as well in fig. 4.12. The agreement with measured velocities is very similar. This was expected, as the logPRODY of a product is
calculated with the R matrix coefficient, so a higher degree of correlation is an
obvious notion.
It appears that both H E and H R act on the products in a way that is akin to
a potential energy. To be more precise, we find that we can represent it with a
vector equation:
v̂x = −kx

~v = −kx

∂H
∂H
~ k ,k H
~x − ky
~y ≡ −∇
x y
∂x
∂y

(4.8)

where ∇kx ,ky indicates a gradient in which the derivatives along axes are not
scaled equally. Note that the derivatives of the Herfindahl field are proportional
to the average velocities directly, and not to forces. We can explain this result
as the outcome of our averaging process, if we interpret the derivatives of H as
forces F~ acting on the products in the boxes defined by the grid on the plane.
Each product spends an interval ∆t in a given box, and exits the box at the
end of the interval with a velocity ~v . This velocity can be decomposed into two
components. One, ~vH , is proportional to F~ ∆t, and is due to the action of H.
The other, ~vO depends on the other degrees of freedom of the system. When
we average all the outgoing velocities in a box, we obtain:
h~v i =

N
1 X
(~vi,H + ~vi,O ) = h~vi,H i + h~vi,O i.
N i

(4.9)
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EXM Herfindahl y gradient,
Feenstra dataset
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(a) Gradient of the Ĥ E along the y axis. This figure represents Ĥ E , the
average Herfindahl field calculated from the products’ market shares together
with the discrete derivative taken only along the vertical axis. The direction
of velocities is generally the same as that of the velocity field, but the gradient
is much less smooth. We suggest that this is due to low statistics.
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smoothed EXM Herfindahl, y gradient,
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(b) Gradient of the H E along the y axis. We performed a smoothing
of the Ĥ E field with a gaussian kernel, obtaining the field we call H E . Here
we show H E along with its derivative taken only on the vertical axis. The
gradient resembles the average velocity field. In fig. 4.10a we quantitatively
compare this resemblance.
Figure 4.8: Gradients of the H E field on the vertical axis.
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smoothed EXM Herfindahl gradient vs velocity, y axis,
Feenstra dataset

measured average velocity, y axis
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(a) Average velocity field v̂y compared with the derivative of the Herfindahl
field −∂H E /∂y Here we evaluate numerically the similarity mentioned in fig. 4.8b.
There is a clear linear relation between the average velocity and the derivative of
the field. We have removed three points from the fit, that correspond to the highest
positive velocities, and are found in the lower right corner of the plane in fig. 4.11.
We remind that these velocities are found in the least populated part of the plane,
with samples per box ranging between 5 and 15. See section 3.2.1 and 3.3 about the
sampling.

smoothed measured average velocity, y axis

smoothed EXM Herfindahl gradient vs smoothed velocity, y axis,
Feenstra dataset
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(b) Smoothed average velocity field vy compared with the derivative of the
Herfindahl field −∂H E /∂y. Here we applied an identical smoothing with a gaussian
kernel to the velocity field as well, since it suffers from the same low statistics problems
of the Herfindahl field. An increase in the correlation was obviously expected.
Figure 4.9: Comparison between the average velocity field’s y components and the
derivative of the Herfindahl field, −∂H E /∂y.
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smoothed EXM Herfindahl gradient vs velocity, x axis,
Feenstra dataset

measured average velocity, x axis

0.10
0.05
0.00
0.05
0.10
Pearson's R = 0.52, R2 = 0.27
0.15
0.08
0.06
0.04
0.02
0.00
0.02
smoothed EXM Herfindahl gradient, x axis

0.04

(a) Average velocity field v̂x compared with the derivative of the Herfindahl
field −∂H E /∂x. There is a linear relation between the average velocity and the
derivative of the field in this case as well. The relation is much less strong, though,
and there is a substantial amount of points in the second and fourth quadrant of the
graph. For these points, the direction of the velocity is not correctly predicted. Most
of these are found in the top right and bottom left regions of the plane, as can be seen
in fig. 4.11.

smoothed EXM Herfindahl gradient vs smoothed velocity, x axis,
Feenstra dataset
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(b) Smoothed average velocity field vx compared with the derivative of the
Herfindahl field −∂H E /∂x. We applied the same smoothing with a gaussian kernel
to the velocity field as well. Here too an increase in the correlation was expected.
Figure 4.10: Comparison between the average velocity field’s y components and the
derivative of the Herfindahl field, −∂H E /∂y.
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smoothed EXM Herfindahl gradient, scaled,
Feenstra dataset
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rank(Complexity)
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Figure 4.11: Comparison between the gradient of H E and the average veloc~ kx ,ky H E , the gradient of the Herfindahl field
ity field. In the top panel we show , −∇
scaled according to eq. (4.8). In the bottom panel, we report the average velocity field
for comparison. The biggest differences are due to the lower-right corner of the plane,
which is very badly sampled. The direction on the x axis is not correctly reproduced
in the top right and bottom left corners of the plane, as well. This causes the presence
of points in the second and fourth quadrant of fig. 4.10. All other qualitative features
are correctly predicted by the gradient of the H E field.
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smoothed measured average velocity, y axis

smoothed RCA Herfindahl gradient vs smoothed velocity, y axis,
Feenstra dataset
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(a) Smoothed average velocity field vy compared with the derivative of the
Herfindahl field obtained from the normalized R matrix, −∂H R /∂y. The
graph is very similar to that of fig. 4.9, but with a higher correlation coefficient, as
expected since logPRODY and H R are both computed from the R matrix.
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smoothed RCA Herfindahl gradient vs smoothed velocity, x axis,
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(b) Smoothed average velocity field vx compared with the derivative of the
Herfindahl field −∂H R /∂x.
Figure 4.12: Comparison between the average velocity field’s y components and the
derivative of the Herfindahl field obtained from the normalized R matrix.
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where h~vi,H i ∝ F~ ∆t. If h~vi,O i is reasonably small, this line of reasoning explains
our finding that h~v i is correlated to F~ .
Note that the H field measures the concentration of the global export market for
product p at a given time, and it seems to drive the average motion of products
in the rank(Complexity) - rank(logPRODY) plane. We stress that this is not
a measure of competition in any actual consumer market, which would require
additional data and methodologies to be measured, but just the concentration
of the world export market for a given product.

4.3

Preliminary results: the direction of market
vectors

We show here some preliminary results on the information extracted from the
direction of the ~x vectors, that describe the global export market for a given
product. As we mentioned before, we expect the market vectors to be close to
axes representing the most important exporters of a product. But the number
of countries we analyzed is about 140, and can vary with time. The problem
arises of how to effectively represent the direction of a 140-dimensional vector.
Luckily, the tools for this task have already been invented. In quantum mechanics, for example, the position of a particle in a one-dimensional box is
represented by a vector ~z with an infinite number of dimensions, one for each
possible value of the coordinates. The projection of ~z on the dimension corresponding to the spatial position at coordinate u is represented by the value
of a probability function, P (u). This is possible because there is a bijection
between the set of dimensions of V (the vector space containing ~z), and the set
of coordinates. The set of coordinates is an interval on the real numbers’ line,
so it can be ordered. This way we can order the dimensions of V as well, and
represent ~z with a probability distribution P defined on the real line.
For our market vectors ~x, for which each dimension represents a country c,
we can conceive at least two reasonable orders. Specifically, we can order the
countries by their rank(Fitness) and their rank(GDPpc). Therefore, we will be
able to represent the direction of the vector with a distribution D(c). A new
problem arising with this representation is that these distributions would be far
from smooth. In fact, if we order the countries by rank(Fitness) for example,
it is possible, and often happens, that consecutive countries have very different
market shares, making the resulting distributions very hard to read. A second
problem is that the number of countries changes in time, making it difficult to
compare two different distributions. To avoid this problem, we considered that
the rankings can be normalized so that the highest rank is 1. We divided the
[0, 1] interval containing normalized ranks in bins b of equal length, and calculated the average of D(c) in each bin. We obtained a distribution D(b) that
is readably smooth, and allows easy comparison between two different markets
and products.
The distributions we will mention have all been normalized to
P
one, b D(b) = 1, to allow for comparison of directions. The order chosen for
the countries is that of rank(Fitness).
Expanding further on these concepts, one can calculate the average market
vector per box, h~xi, in the rank(Complexity) - rank(logPRODY) plane, and
represent it with a D(b) distribution. We did this for the R market vectors ~xR ,
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and report the results in fig. 4.13. We stress that the RCA, when normalized
by column, measures the relative importance of a product with respect to the
total export of a country. So the distributions represented here (with countries
ordered by Fitness) can be interpreted as measuring the competitive advantage
in making a given product for groups of countries of similar Fitness.
The explanation we propose for this figure, and on which we are currently working, is the following. We hypothesize that, for a given level of Complexity, there
is a stationary direction of the market vector ~xR , corresponding to the minima of the H field at that complexity level, which represents the maximum
competition on the global export market for that product. The stationary direction is represented by a flat distribution for the lowest Complexity level, and
it becomes more and more peaked on high fitness levels as one moves towards
higher Complexities. This is caused by the fact that countries, on the long
run, tend to increase their competitive advantage on all the products they can,
given their Fitness level, and this generally drives down the H index of the markets, corresponding to more competition. For low-Complexity products, which
are easy to make, the stationary direction corresponds to a flat distribution of
the ~xR vector, meaning that all countries developed to the most their competitive advantage in making these products. On the contrary, only high-Fitness
countries are able to develop high competitive advantage for high-Complexity
products, resulting in a stationary direction peaked on high Fitness levels when
all countries have fully developed their competitive advantage. Whenever the
market vector for a product p is not pointed in the stationary direction, meaning that some countries can still increase their competitive advantage in making
product p, we can expect the market to evolve towards the stationary direction
in time. Now, different directions of the market vectors correspond to different values of logPRODY, and for each complexity level there is a logPRODY
value corresponding to the stationary direction. This causes the motion in the
rank(Complexity) - rank(logPRODY) plane: the market evolving towards the
stationary direction corresponds to a product moving towards the minimum of
the H field on the plane, as the competition increases to its maximum possible
level.
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Figure 4.13: Direction of the average RCA market vector per box, h~
xR i. We
divided the rank(Complexity) - rank(logPRODY) plane into boxes. For each box, we
proceeded to calculate the RCA market vector ~
xR for all the points in it. We then
averaged all the market vectors in a box, and plotted their direction, represented by
a distribution, as discussed in section 4.3. All the distributions have been normalized
to 1, and all the plots in this figure are the same scale relative to each other. We
highlighted in red the representation of the vectors corresponding to the minima of the
Herfindahl field for each column. The calculation has been done on the BACI dataset.
Notice the shape of distributions on the minima of the H field. The distribution for
the highest complexity is markedly peaked on the highest fitness countries. As we
move left, towards lower complexities, the peak gradually disappears, up to an almost
flat distribution in the minimum for the lowest complexity level. Notice as well that in
each column the shape of the distributions tend to slowly change as one moves away
from the minimum distribution. This is further discussed in section 4.3.

Chapter 5

Predictions
In this chapter, we cover some attempts to produce estimates of future values
using the datasets and the laminar flow model of the motion. It is divided into
three sections. In the first, we examine a method to predict future positions of
the products in the rank(Complexity) - rank(logPRODY) plane. In the second,
this method is applied to try and predict the future value of GDPpc and Fitness of countries. In the third, predictions on products are used to produce a
measure, in order to gain further insight into the process that drives the change
in countries’ Fitness.

5.1

Predictions on products’ trajectories

As we have seen, the dynamics on the rank(Complexity) - rank(logPRODY)
plane appears to be laminar everywhere, as does the dynamics on the log(Complexity)logPRODY one. If so, then it’s possible that the information contained in the
average velocity field can be used to predict the future positions of products
on the plane. In order to investigate this, we divided the log(Complexity)logPRODY plane into boxes, calculated the average velocity field, and used it
to translate the positions of products, to obtain an estimate on their future
trajectory. In other words, we translated each product in a given box by the
average velocity of the box, and considered the new position to be our estimate.
This had to be done in the log(Complexity)-logPRODY plane, as it is impossible
to calculate a reliable bijection between a given measured value and its rank.
While it’s easy to estimate a future value of Complexity or logPRODY and then
calculate its rank, going from an estimate the rank to the expectation for the
measured value introduces conceptual problems and makes it even harder to
have an estimate of the further measurement errors added to the calculation 1 .
1 The technique can be applied on both the BACI and Feenstra datasets, although we
report only the BACI results. This is because the BACI dataset requires less iterations of the
Fitness-Complexity algorithm to yield reliable values of Complexity, and therefore the smallest
values of Complexity in this dataset are still large enough that an acceptable velocity field can
be computed on the log(Complexity)-logPRODY plane. For the Feenstra dataset, instead, to
obtain reliable measures of Complexity one has to push the algorithm to the limits of computer
digit precision, and the actual values obtained are extremely small, sometimes zero. While
the ranking is stable, the calculation of velocities in the log(Complexity)-logPRODY plane is
not reliable. The present method can be applied by running less iterations of the algorithm,
to get big enough Complexity values, but in this case the ranking will not be as reliable.
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To see whether the technique is predictive, we verified it with a backtesting
procedure. The data has been divided into two batches; one containing δt sequential years, the other containing all other years. The latter batch has been
used to calculate the average δt-years velocity field, and the former to test its
prediction. A representative example of the kind of results obtained is shown
in fig. 5.1. As expected, of course, results tend to be less and less accurate as
δt increases, becoming completely unreliable over an interval exceeding about 7
years.
While the estimated position is certainly correlated to the measured value, this
could be due to the peculiarity of the method applied. In fact, what we do is
to pick a vector describing the initial position of the product at a time t, and
add another vector to get the estimated position a time t + δt. But it could
very well be that the initial position at time t is itself a good predictor of the
final position, and indeed it is so. The results in fig. 5.2 show exactly this. The
estimated position, though, is always slightly better than the initial position as
a predictor.
It could still be that, if we pick the initial position and add a random translation, we end up with a better prediction overall. To test whether the increased
predictivity of the estimate is due to this effect, we translated the initial positions
with the same set of translations ad for our prediction, but in shuffled order2 ,
then computed a linear fit, and calculated Pearson’s R2 coefficient, 100.000
times. The results, fig. 5.3, show that the estimated trajectories obtained from
random translations are less predictive than both the initial position and our
estimate.

5.2

Predictions on Fitness and GDPpc

If our predictions on the trajectories of products are better than random, one
can try and use them to make predictions on the countries’ trajectories. By
definition, a country’s Fitness is equal to the sum of the complexities of its
exports, i.e.
X
Fc =
Mcp Qp .
(5.1)
p

The countries’ GDPpc’s are connected to the logPRODYs via
logP RODYp =

X Rcp log10 (Yc ) X
P
≡
Lcp log10 (Yc ),
c Rcp
c
c

(5.2)

P
where we defined Lcp ≡ Rcp / j Rjp . Therefore, if we can find L−1 such that
L−1 L = 1, we can invert the relation and obtain:
X
log10 (Yc ) =
L−1
(5.3)
pc logP RODYp .
p

We can then feed to these equations our estimates of future positions of products,
to obtain an estimate on future positions of countries.
2 This has been done to reproduce a distribution of translations comparable to that of the
velocity field. The translations typically span about 4 orders of magnitude, distributed with
no clear shape.
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Estimated vs measured final log10(Complexity),
2005-2010 prediction, BACI dataset
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Estimated vs measured final logPRODY,
2005-2010 prediction, BACI dataset
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Figure 5.1: Comparison of the 5-year prediction on the position of products,
for the interval 2005-2010, on the BACI dataset. The dashed lines represent the
standard error on the linear fit. To evaluate Pearson’s R2 , we calculated Cook’s
distance for each of the points and removed from the fit those which had Cook distance
> 1. For all the fits in this section, this amounts to about 10 of the biggest outliers
out of 1131, about 1% of the points. Some of the outliers are shown as grey points
on the plots, the others have been cut out of it. This has been done because these
outliers drive down R2 to about 0.5, but they are generated by points with Complexity
between 10−10 and 10−100 , or logPRODY under 1. Firstly, in these zones of the
log(Complexity)-logPRODY plane the sampling is extremely small and patchy, so the
velocity field is not very reliable. Secondly, even an error of the order of 10−20 on
Complexity or 0.1 on logPRODY, on these already hard to predict points, causes
an extreme outlier. These are the kind of problems because of which we adopted
measures of ranking throughout all the rest of this work. Here we are forced to use
the logarithms as the only practical solution, but this implies giving up on predictions
of extremely small values.
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Estimated vs initial Complexity, predictivity,
2005-2010 prediction, BACI dataset
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Estimated vs initial logPRODY, predictivity,
2005-2010 prediction, BACI dataset
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Figure 5.2: Predictivity of our estimate versus the initial position of products, for the interval 2005-2010, on the BACI dataset. Black points represent the
estimate, while gray points the initial position. To evaluate Pearson’s R2 , we adopted
the same criterion explained in fig. 5.1. The R2 ’s are of about the same value for the
prediction and the initial position used as a predictor, the prediction’s one being only
slightly higher. Notably, if one includes the about 10 biggest outliers in the calculation
of logPRODY’s R2 , the initial position yields a smaller coefficient than our estimate.
This confirms that the present technique is unreliable in predicting smaller values of
Complexity and logPRODY.
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Goodness of prediction on Complexity,
2005-2010 interval, BACI dataset
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2005-2010 interval, BACI dataset
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Figure 5.3: Predictivity of our estimate versus the initial position and random translations, for the interval 2005-2010, on the BACI dataset. We shifted the
initial positions of the products with the same set of translations as our prediction, but
in randomly shuffled order. Each time, we computed a linear regression of the result
against the measured final positions of products, and calculated the corresponding R2
coefficient (without excluding any points). The first two plots report the R2 distribution for this calculation repeated 100,000 times, and the position and percentile of
the R2 ’s obtained from our estimate and the initial position. Notice how the initial
position is more predictive than our estimate, fort the logPRODY axis, because of
the problem discussed in fig. 5.1. We redid the logPRODY calculation 10,000 times
excluding the biggest outliers as explained for fig. 5.1, and report the result in the
bottom right panel. This shows that our estimate and the initial position can be considered to give better predictions than a random one, with the estimate always better
if one considers the vast majority of points.

0.50

0.52

0.54

CHAPTER 5. PREDICTIONS

70

The results for the backtests on this methodology are reported in fig. 5.4. The
results are not very accurate, and always less predictive than the initial position.
This is probably due to the fact that our method does not provide any estimate
of the change in the export basket of countries. An important contribution to
the change in Fitness is due to new products being exported (or lost) over time.
But in a backtesting, the M and L matrices fed to equations eq. (5.1) and 5.3
contain only information about products exported at the initial time.

5.3

Change in fitness due to innovation

The drawback in the previously exposed methodology can be exploited to try
and get some information on the process driving Fitness changes over time. The
change in fitness over a given time interval δt can be in fact decomposed into
two parts. One is due to innovation, i.e. the change in the export basket, which
we will call ∆I. The other is due to “regular” growth, generated by the change
in Complexity of the products that were in the export basket at initial time,
we’ll name it ∆R. In symbols, expanding at first order:
∆Fct+δt ≡ Fct+δt − Fct
∼
= ∆q t+δt M t + q t ∆M t+δt

(5.5)

≡ ∆Rc + ∆Ic ,

(5.6)

p

cp

p

cp

(5.4)

where qp is the complexity of product p. These quantities are interesting because
they could shed light on how Fitness changes; specifically, one could understand
in what proportion the change is driven by the two processes, and distinguish
between countries based on how much they rely on each process to grow.
A problem with this decomposition comes from the normalization step in the
Fitness-Complexity algorithm (see eq. (1.10)). For each year the Fitness values
are normalized to unit average, with no boundaries on minimum and maximum
value, therefore the correct decomposition is:
∆Fct+δt ≡ Fct+δt − Fct =
=

t+δt
qpt+δt Mcp

NFt+δt

−

F̃ t
F̃ct+δt
− ct =
t+δt
NF
NF

t
qpt Mcp
NFt

(5.7)
(5.8)

where F̃c is the non-normalized value of fitness and NFt is the normalization
coefficient for year t. All we can do is multiply by NFt and obtain:
NFt ∆Fct+δt =

NFt t+δt t+δt
t
qp Mcp − qpt Mcp
NFt+δt

t
t+δt
∼
+ qpt ∆Mcp
= ∆qpt+δt Mcp

(5.9)
(5.10)

where the last equality holds only if
NFt ∼
= 1.
NFt+δt

(5.11)

In this case only it is possible to decompose in a way that is similar to equation
5.6; and we can test the approximation of eq.5.10
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Estimated vs initial log10(Fitness), predictivity,
2005-2010 prediction, BACI dataset

Measured final log10(Fitness)

0

2

4

6

8

Pearson's R = 0.73, R22 = 0.54, initial
Pearson's R = 0.81, R = 0.66, estimated
3.0
2.5
2.0
1.5
1.0
0.5
Estimated and initial log10(Fitness)

0.0

0.5

Estimated vs initial log10(GDPpc), predictivity,
2005-2010 prediction, BACI dataset
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Figure 5.4: Predictivity of our estimate versus the initial position of countries, for the interval 2005-2010, on the BACI dataset. Black points represent the
estimate, while gray points the initial position. To evaluate Pearson’s R2 , we adopted
the same criterion explained in fig. 5.1, but this time the points considered as outliers
are about 10 for the Fitness and 2 for the GDPpc (out of 147). The predictions on
GDPpc are very bad, doing worse than the initial position as a predictor, and the
predicted changes in GDPpc (not reported here) are completely uncorrelated with the
measured changes. The prediction of Fitness on the other hand, tend to systematically overestimate final value for low Fitness countries, and underestimate for high
Fitness countries.
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Figure 5.5: Value of the Fitness normalization coefficient NFt over the years,
both measured Fitness and our estimate, on the BACI dataset. The coefficients have
been normalized to 100 for readability. The actual order of magnitude of the NF ’s is
104 .

The first thing to do is therefore to have an estimate of NFt /NFt+δt . For the
BACI dataset, we report in fig. 5.5 the NFt values for each year, for the actual
measured fitness and for our estimate.
As we can see, the normalization coefficient is always between 75 and 100.
In some cases, as for example the 2005-2010 interval we will show here, normalization coefficient changes by about 5%. It is possible to expect a good
approximation for equation 5.10.
There are two ways to evaluate ∆I and ∆R. The first is a direct calculation
of the two quantities from complexity values q and Mcp , both measured and
estimated. These are the definitions:
t+δt
∆RQ
= ∆qpt+δt Mcp ,

(5.12)

t+δt
∆R̂Q
= ∆q̂pt+δt Mcp ,
t+δt
t+δt
∆IQ
= qpt ∆Mcp
,

(5.13)
(5.14)

where the hat sign ˆ· means that the quantity is our estimate with the methods
previously exposed, and no hat indicates that the quantity is one actually measured. We denoted the definitions with subscript Q, as this estimate of ∆I and
∆R is based on measures of Complexity.
The second way to evaluate ∆I and ∆R is based on the fact that our method
for estimating fitness does not account for the change in the export basket
of countries, therefore only includes the ∆R contribution. Therefore, if F t is
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∆F vs (∆RQ +∆IQ ),
2005-2010 prediction, BACI dataset
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Figure 5.6: Test of the first-order approximation, we checked whether ∆IˆQ
t+δt
t+δt
t
. To get values comparable with the usual order of magnitude of
∆R̂Q ∝ NF ∆F
Fitness measures, we rescaled the plot by 1/NFt+δt . There appears to be a correlation,
but the second-order contributions to ∆F appear to be very relevant.

the fitness at time t, the measured fitness at time t + δt is equal to F t+δt ∼
=
F t + ∆I t+δt + ∆Rt+δt ,while our estimate is F̂ t+δt ∼
= F t + ∆R. From this, we
obtain the definitions:
∆R̂Ft+δt = F̂ t+δt − F t ,
∆Iˆt+δt = F t+δt − F̂ t+δt .
F

(5.15)
(5.16)

where subscript F indicates this second way of estimating our quantities, based
t+δt
on Fitness measures rather than Complexity ones. Note that only ∆R̂Q
and
t+δt
∆R̂F
can be backtested, as all other definitions need data for time t + δt to
be computed.
We verified the goodness of the approximation in eq.5.10, with a linear regression
t
t
to check ∆IˆQ
+ ∆R̂Q
∝ ∆F t , see fig. 5.6. There appears to be a significant
amount of correlation, but second-order contributions to ∆F are not negligible.
We also compared the values of ∆R̂Q , ∆R̂F and ∆IˆF with the measurements
of ∆RQ and ∆IQ . The only measurement with a relevant amount of correlation
turns out to be ∆IQ ∝ ∆IˆF , as shown in fig. 5.7. This is interesting, because it
suggests that the estimates of fitness made in the preceding sections are actually
related to ∆I and∆R.
These results need further refining to see whether it is possible to make better
predictions, and to interpret the meaning of ∆I and ∆R measurements in light
of the dynamics of countries. All these questions will be addressed in future
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∆R̂F vs ∆RQ ,
2005-2010 prediction, BACI dataset

0.6

0.4

0.4

0.2

0.2

0.0

0.0

log10(∆RQ )

log10(∆RQ )

0.6

0.2
0.4

0.2
0.4

0.6
0.8

∆R̂Q vs ∆RQ ,
2005-2010 prediction, BACI dataset

0.6
Pearson's R = 0.23,
1.0

R2

= 0.05, std error = 0.11
0.5
0.0
log10(∆R̂F )

0.5

Pearson's R = -0.4, R2 = 0.16, std error = 0.10
0.8
0.25 0.20 0.15 0.10 0.05 0.00 0.05
log10(∆R̂Q )

Figure 5.7: Components of ∆F , calculated for the interval 2005-2010, on the BACI
dataset. In the top panel, we tested whether ∆IˆF ∝ ∆RQ , obtaining a good correlation. The other two tests, respectively ∆R̂F ∝ ∆RQ for the middle panel and
∆R̂Q ∝ ∆RQ for the bottom panel, leave much to be desired, with an irrelevant
amount of correlation.
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Chapter 6

Discussion and perspectives
In this work we answered a great part of the original questions we posed, i.e.
whether there is motion on the rank(Complexity) - rank(logPRODY) plane,
how to charachterize it, what causes it and whether it can be used to make
predictions.
Motion has been found and characterized on the plane. We tried to understand
to what extent the measurements are reliable, in light of some peculiarities of
the dataset. After this, we explored the causes of the motion. An ansatz has
been proposed to explain it, i.e. that the entrance of new exporters in the market for a given product is what causes motion of the products on the plane. We
found good indication that motion is driven by changes in the exporters set of
products, therefore we developed measures in order to describe it. The most
interesting finding is related to measures of the export matrix and RCA average
Herfindahl index, which can reproduce many features of the velocity field via a
gradient. This suggests that we are on the right track with our original ansatz.
Finally, techniques have been proposed to extract information from the average
velocity field of products on the plane. These techniques don’t have a good
reliability. In particular, the predictions on countries are wrong because they
miss a key component driving the countries’ trajectory: change in the export
basket. On the other hand, it seems that if we decompose the fitness change
over time in the two components, one due to change in the export basket and
the other due to change in products’ Complexity, our predictions relate, to a
good extent, to the innovation part. In conclusion, we extended the framework
of Economic Complexity to the phenomenology of products, as an analogue to
what had been previously done for countries, opening many new and interesting
questions.
This work indeed leaves many questions open, which will need a great deal of
additional investigation to be answered. It is still needed to better understand
and measure the consequences of putting a lower cutoff on the values of the
export matrix to fully grasp the significance of the export matrix gap in the
Feenstra dataset. A quantitative estimate of the errors on measurements of average velocity is needed as well. There is probably much room for improvement
in all of the prediction techniques developed, and it will be interesting to understand the relationship between the estimates of changes in Fitness and the
change due to innovation, ∆I.
Some other open questions are those on skewness/kurtosis and entropy on the
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RCA. The first two seem to show a threshold process, and the guess about the
ubiquitous relation between skewness and kurtosis still needs rigorous testing.
Entropy, on the other hand, seems to be loosely related to velocity by a power
law, but it’s not yet clear why.
But perhaps the most intriguing questions are those relating to the dynamics of
the rank(Complexity) - rank(logPRODY) motion. For starters, there are two
different ways of calculating the competition scalar field, that yield similar results, and the subtle differences have to be interpreted. Secondly a thorough
test has to be carried out to see whether eq. (4.8) describing the competition
potential field can actually be used as a model. A calculation of the curl of
the average velocity field indicating, if zero, that the vector field is actually the
gradient of a scalar field, is one of the possible paths to this, as would be the
reconstruction of φ from ~v . But this also poses the question of how to estimate
the confidence level on these measurements, which will require figuring out new
methodologies. There is the question of why are the minima of the potential
located in a specific part of the plane, and not in another. This is important
to understand the economic mechanism behind the phenomenon, for which we
are currently exploring a hypothesis relating to the direction of the market vectors. Another question is how does the value of the Herfindahl field relate to
competition on real markets, a relation that isn’t trivial to estimate. Finally,
if the potential is a valid model, one can ask whether it can be developed as a
methodology and applied to other economic problems.
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Appendix A

Proportionality between
ubiquity and entropy of the
R distribution
Here we propose a simple model to explain why the ubiquity is linearly correlated to the entropy calculated on distributions of R, as we found in section 4.1.3,
see also fig. 4.6a. We found this argument useful to understand the behavior of
the distribution of R values for a given product. Mind also that the distribution
of market shares is very similar since, for any given year, the R values are equal
to the E values scaled by the total export of the corresponding country.
Suppose we examine a product p, at a given year. Then, the R values associated
with it, which are also proportional to the weighs of the logPRODY, are found
in the p-th column of the matrix, i.e. they are Rjp , j ∈ {1, 2, . . . , N }. To compute entropy, we binned these values in bins of size  ∼ 1, obtaining a discrete,
non-normalized distribution. We refer to fig. A.1a, to give the following definitions. The total number of binned elements is, as already said, N , equal to the
number of countries. The number of elements in the first bin, which contains
all R values near zero, will be A. The numberP
of elements in successive bins will
n
be called B1 , B2 , . . . , Bn , and we define B = i Bi , so that A + B = N .
Now, the R values span typically from 0 to about 104 , with many values comprised between 10−1 and 10−6 . Therefore, a large number of elements will fall
in the first bin, as long as we assume  is of order 1. We refer to section 4.1.2
for some visual examples of these distributions. On the other hand, we observe
it is very rare for two different R values >  to end in the same bin. Therefore,
we simplify the problem of calculating the entropy S by assuming that whenever the i-th bin is not empty, Bi = 1, as this is typically the correct order of
magnitude for these values. Note that the size of the first bin is  ∼ 1, hence B
is approximately proportional to the ubiquity, which is a threshold of R to the
value 1. Let us define the empirical probabilities of the distribution:
a ≡ A/N

(A.1)

b ≡ B/N

(A.2)

bi ≡ Bi /N

(either 1/N or 0)
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Note that b is approximately proportional to the ubiquity divided by the number
of countries. Now, let us substitute these values in the definition of entropy:
!
n
X
X
S=−
pj log(pj ) = − a log(a) +
bi log(bi ) .
(A.4)
j

i

Using the fact that, with our simplifying hypothesis, there are only B bins where
bi = 1/N , and for all others bi = 0, we find:


1
1
(A.5)
S = − a log(a) + B log( )
N
N
Since a + b = 1 and B = bN we can write:


1
S(b) = − (1 − b) log(1 − b) + b log( ) .
N

(A.6)

We have expressed the entropy as a function of b, which is approximately the
ubiquity normalized to the number of countries. In the dataset, ubiquity is
never higher than half the number of countries, so we are interested in the value
of this function in the [0, 1/2] range. A simple derivative shows that the relation
is very close to a line. This is shown graphically in fig. A.1b.
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(a) Model of an RCA distribution.  is the width of a bin. The total number of
elements binned is N , equal to the number of countries. The number of elements in
the first bin, which contains all R values near zero, will be A. The number
Pn of elements
in successive bins will be called B1 , B2 , . . . , Bn , and we define B =
i Bi , so that
A+B =N

2.5

Entropy as a function of b
Linear approximation
S(b)

2.0

S(b)

1.5
1.0
0.5
0.0
0.0

0.2

0.4

b

0.6

0.8

1.0

(b) The S(b) function. The values shown are calculated for eq.eq. (A.6), setting
N = 100 A linear approximation is shown to compare with. For  ∼ 1, the largest
value of b in the dataset is about 0.5, and the model predicts an approximately linear
correlation between ubiquity and entropy in that range. Compare this result with that
of fig. 4.6a.
Figure A.1: Relation between entropy and ubiquity.

Appendix B

Ubiquitous relation between
skewness and kurtosis
Literature reports the finding of a correlation between sample skewness and
sample kurtosis for distributions typically found in a broad class of complex
dynamic systems [7]. This universal law establishes two different regimes for the
relation linking kurtosis to skewness calculated on a given sampled distribution.
Specifically, the following relations are expected to be satisfied:
K∼
= N 1/3 S 4/3 ,
K∼
= S 2 + K0 ,

K, S  0

(B.1)

K, S ∼ 0

(B.2)

where K and S are the values of kurtosis and skewness, and N is the number
of samples. K0 is a constant depending on the distribution being sampled. The
4/3 power law is explained by the simple argument that the values of the two
distribution moments are due to the largest event in the sample. Suppose for
example that the samples {ri } contain an extreme event r̂, and that r̂ is large
enough that it exceeds the sum of all other events in the sample, then one can
approximate skewness and kurtosis like this:
1/N (r̂ − µ)3
S∼
,
=
σ3
4
∼ 1/N (r̂ − µ) .
K=
4
σ

(B.3)
(B.4)

It is easy, from this, to find the relation in eq. (B.1).
The parabolic regime is well-known and various arguments have been proposed
for its explanation. One is that the measurements of r are generated by a
probability distribution function (PDF) that is not only a function of r, but
also of some parameter a, so we will Rdenote it P = P (r, a). Therefore the m-th
moments of the distribution, hrm i = rm P (r)dr, are functions of a. If so, then
S = S(a) and K = K(a). If one supposes that the dependence from a is smooth
and that in the neighborhood of S = 0 the relation is reversible, then a = a(S)
exists. Hence one can substitute in K = K(a(S)) = K(S). Since the dependence
is smooth by hypothesis, one can Taylor expand K around S = 0, obtaining
K = K0 + K 0 S + (K 00 /2)S 2 + (...). If the system is invariant with respect to
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the transformation r → −r, then all odd coefficient in the expansion must be
zero, since K and S have different parity with respect to this transformation.
Cutting the series at order three, we are left with eq. (B.2). Further theoretical
arguments and numerical tests can be found in the bibliography [7, 23]. The
coefficient
We report here the results for both the BACI and Feenstra datasets, in fig. B.1.
Current publications analyze earthquakes and financial time series. Our data
could potentially corroborate the findings in literature, but a rigorous testing
was outside the scope of this work, and will be performed in future works.
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(a) Testing the universality relations. For both the Feenstra and BACI datasets,
the measured points are shown in gray, the power law relation in red and the parabolic
relation in blue. It is clearly visible that the parabolic approximation works best for
small S and the power law approximation for large S. We set the K0 coefficient to
zero, literature suggests that in many cases it should be zero for symmetry reasons [7].
The parabolic relation has been obtained by plotting K calculated for each data point,
since the number of samples N is not always the same. This difference in sampling is
probably the source of the splitting of the tails, easily visible in the Feenstra dataset,
and detailed in the figures below.

Figure B.1: Splitting of the tails.The data seems to split into at least two distinct
tails in the higher S end of the plot. We believe this is due to different number N
of samples in the distributions used to calculate S and K. This is because, when
calculated from finite samples, both skewness and kurtosis directly depend from 1/N
by definition.
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